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Abstract. As generative artificial intelligence (GAI) reshapes business education, instruc-
tors must simultaneously safeguard academic integrity and develop students” Al literacy
for an increasingly Al-driven workplace. This study developed the GAI Learning Frame-
work (GLF), a replicable, step-by-step experiential learning approach for case-based pro-
jects in undergraduate business courses, illustrated through an operations management
(OM) application. Rather than enabling passive cognitive offloading, the GLF promotes
active learning by requiring students to craft context-rich prompts grounded in course
materials, systematically compare outputs across multiple GAI platforms (e.g., ChatGPT,
Claude, and Gemini), and critically evaluate discrepancies against independently verified
sources. The framework was implemented across two sections of an undergraduate OM
course and evaluated using a student survey that combined Likert-scale items with open-
ended reflections (1 =>50). All three constructs exceeded the scale midpoint, with pooled
means ranging from 3.93 (Constructive Alignment) to 4.08 (Cognitive Load/Scaffolding).
Qualitative student reflections further indicated that students perceived the framework as
fostering active learning, Al platform literacy, and professional communication skills. This
study offers educators a practical, classroom-tested framework for integrating GAI tools
into case-based projects in business courses while preserving analytical rigor and promot-
ing experiential learning.

Supplemental Material: The online appendices are available at https://doi.org/10.1287 /ited.2026.0224.

Keywords: generative artificial intelligence  large language models « operations management learning « instructional framework

1. Introduction

Operations management is a required course in most
undergraduate business programs, yet the limited
duration of a semester typically restricts instruction to
foundational concepts, leaving students underpre-
pared for real-world application (Drake 2019, Petersen
et al. 2020). Recognizing this gap, educators have long
employed active learning strategies, such as simula-
tions, case studies, and project-based assignments, to
help students connect theory with practice (Bromley
2013, Freeman et al. 2014).

Business education has long relied on experiential
instructional approaches to bridge the gap between
conceptual knowledge and real-world decision mak-
ing, particularly in applied fields such as operations
management, supply chain management, and business
analytics (Bonwell and Eison 1991, Prince 2004).
Among these approaches, case-based projects occupy a
distinctive position, combining the analytical depth of
the case method with the sustained engagement char-
acteristic of project-based learning (Thomas 2000,

Drake 2019). In a case-based project, students examine
areal company and apply concepts to a series of analyt-
ical questions, connecting theoretical frameworks to
real or simulated challenges (Dean and Fornaciari 2002,
Prince 2004). Within the business education literature,
closely related activities have been described using a
variety of terms, including case articles, real-world
project-based cases, experiential case exercises, and
consulting-style projects, reflecting both disciplinary
differences and the evolving nature of experiential ped-
agogy (Heriot et al. 2008, Korfhage Smith 2010). Despite
these terminological differences, such approaches share
core design principles: sustained engagement with a
real organization, scaffolded deliverables, and assess-
ment mechanisms that emphasize synthesis and ana-
lytical rigor (Dean and Fornaciari 2002, Hillon et al.
2012).

At the same time, the rapid rise of generative
artificial intelligence (GAI) tools creates both new
opportunities and challenges for case-based projects,
particularly regarding how students produce analyses,
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verify insights, maintain academic integrity, and dem-
onstrate individual understanding (Gruenhagen et al.
2024, Larson et al. 2024). As GAI continues to reshape
professional business environments, business schools
play a crucial role in equipping students to harness
these technologies responsibly and in providing proac-
tive learning opportunities that prepare them for a
technology-driven professional future (Greenland et al.
2022, Gupta et al. 2024). A compelling need, therefore,
exists to revisit and refine case-based project design,
specifically regarding how to structure assignments to
support learning, critical thinking, and academic integ-
rity in Al-augmented environments.

The integration of GAI into academic coursework
introduces several well-documented concerns. First,
students risk relying too much on GAI outputs as a
substitute for their own reasoning; a form of cognitive
offloading that may reduce active processing unless
assignments explicitly require evaluation, justification,
and source verification (Jose et al. 2025, Wang 2026).
Fan et al. (2025) report that learners using a generative
assistant improved their essay scores more than com-
parison groups while showing no corresponding gains
in knowledge acquisition or transfer, a pattern they
describe as metacognitive laziness. Second, when case-
based projects demand higher-order thinking, the cog-
nitive load imposed by both the subject matter and the
tool-use expectations can substantially influence how
effectively students engage with GAL Li et al. (2026)
found that differing degrees of cognitive load within an
assigned project significantly affected the quality of
GALI integration. This finding highlights the need for
structured frameworks that scaffold task decomposi-
tion and guide the use of Al tools (Patac and Patac
2025). Third, the use of platforms such as ChatGPT has
raised persistent questions about assessment integrity
in higher education, prompting discussions about
rethinking evaluation design to include in-class assess-
ments and oral presentations (Kirwan 2024, Lee et al.
2024). Educators must therefore develop proficiency in
using GAI effectively and establish clear guidelines for
students’ responsible use of the tools.

Prior studies proposed ways to incorporate GAI into
coursework, but relatively few provided an auditable,
replicable, step-by-step framework for using multiple
GAI tools to support case-based learning in undergrad-
uate business courses, partly due to the limited educa-
tor time and ongoing uncertainty about effective
prompt design (Carrasco-Saez et al. 2025). To address
this gap, this study developed a GAI Learning Frame-
work (GLF) for undergraduate case-based projects in
business courses, demonstrated through an application
to operations management. This research makes two
primary contributions:

(1) A replicable GLF outlining the process for
assigning and completing GAl-assisted case-based

projects in undergraduate business courses, providing
educators with guidance to implement the approach.
The framework is supported by a prompt-engineering
guide and an assessment rubric designed to promote
analytical rigor, active engagement, and responsible Al
use.

(2) A perception-based evaluation of the GLF
through an anonymous student survey administered
across two course sections (1 =>50), providing prelimi-
nary evidence of the framework’s perceived pedagogi-
cal value in supporting active learning, Al literacy, and
cognitive load management.

The remainder of this study is organized as follows.
Section 2 provides background on GAI and its applica-
tions in higher education. Section 3 presents the pro-
posed GLF. Section 4 illustrates the framework through
a Walmart example case. Section 5 describes the assess-
ment design and instructor guidance. Section 6 pre-
sents a survey-based evaluation of the GLF across two
sections of an undergraduate OM course. Section 7 pre-
sents the study’s conclusions, and Section 8 identifies
limitations and directions for future research.

2. GAl and Its Applications in Higher

Education Pedagogy

GAl refers to a class of Al systems capable of producing
new content, including text, images, audio, and code,
in response to user-provided prompts (Dwivedi et al.
2023). Unlike earlier Al systems designed primarily for
prediction, classification, or optimization, GAI models
generate novel outputs based on training across large
and diverse data sets. Because OpenAl publicly
released ChatGPT in late 2022, GAI tools have rapidly
entered higher education because of their ability to sup-
port a wide range of academic activities through
natural-language interaction (Grant and Metz 2022, Lee
etal. 2024).

Despite these promising capabilities, the growing
use of GAI in education raises significant concerns.
Batista et al. (2024) grouped these concerns into three
categories, particularly relevant to case-based project
design. The first concern pertains to academic integrity,
particularly uncertainty regarding authorship and the
potential risk of students submitting Al-generated con-
tent as their own work. The second concern is imbal-
anced assistance: students may rely on GAI outputs
rather than engaging in independent analytical reason-
ing, a pattern of cognitive offloading that suppresses
active processing unless assignments explicitly require
justification and source verification (Vendrell and John-
ston 2026). The third concern is assessment design: GAI
systems can produce plausible responses to conven-
tional assignments, and traditional evaluation methods
may no longer accurately measure student understand-
ing (Batista et al. 2024).
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These concerns are particularly acute in business
education, where students must develop critical think-
ing, analytical reasoning, and decision-making skills
for complex organizational environments. Business
schools have therefore begun exploring ways to inte-
grate GAI into their curricula while ensuring students
retain the ability to evaluate information critically and
apply theoretical frameworks appropriately (Green-
land et al. 2022, Mehmet et al. 2025). In this context,
GALI tools can serve as supportive resources that help
students locate relevant information, synthesize
insights, and examine alternative interpretations of
business problems, provided assignments are designed
to require genuine analytical engagement rather than
passive acceptance of GAIl outputs.

Although the volume of empirical research on GAI
in business education is growing rapidly, most studies
focus on student attitudes or general Al use patterns
rather than on structured frameworks that guide multi-
step, platform-specific engagement with Al tools. Li
and Ho (2024) evaluated ChatGPT’s performance on
OM problems and found that the system performed
adequately on qualitative and deterministic tasks but
struggled with stochastic problems requiring higher-
order cognitive reasoning. They further found that some
Al-generated business analytics responses evaded con-
ventional detection, highlighting the need for assessment
designs that evaluate the reasoning process rather than
the output alone.

Taken together, this body of work identifies three
conditions a pedagogically sound GAI integration
framework must satisfy: structuring task complexity to
manage cognitive load (Sweller 1994, Li et al. 2026),
requiring active evaluation rather than passive accep-
tance of outputs (Freeman et al. 2014, Vendrell and
Johnston 2026), and aligning assessment with the rea-
soning process rather than the output alone (Batista
et al. 2024, Li and Ho 2024). However, no published
framework operationalizes all three conditions simulta-
neously within a semester-long, multiplatform, case-
based OM project. The GLF, presented in Section 3, is
designed to satisfy all three conditions within the con-
text of a semester-long, case-based OM project.

3. GLF

This section presents the eight-step GLF, designed to
guide undergraduate students through the process of
producing, evaluating, and refining GAl-assisted case-
based projects within an OM course. As illustrated in
Figure 1, the GLF proceeded sequentially: students
selected a focal company (Step 3.1), completed the rele-
vant module concepts (Step 3.2), designed structured
prompts (Step 3.3), generated and collected outputs
across multiple GAI platforms, with each session docu-
mented via a conversation record (Step 3.4), evaluated

and refined those outputs (Step 3.5), developed
evidence-based recommendations (Step 3.6), wrote the
conclusion (Step 3.7), and compiled and presented find-
ings (Step 3.8).

Across these eight steps, students produce two pri-
mary semester-long deliverables: a written case report
and an oral presentation, both organized around the
same four-part structure, including Company Intro-
duction, Module Analyses, Recommendations, and
Conclusion. Throughout this paper, a module refers to
one instructional unit of the course, a bundle of text-
book chapters, lecture sessions, slide decks, and prac-
tice exercises covering one OM topic area (e.g.,
operations strategy, demand management), and a
module-level analysis refers to the student’s written
response to the project question assigned for that mod-
ule, produced through Steps 3.3-3.5 and appended to
the draft report before the next module begins. The
written report is not submitted as a single end-of-
semester document; rather, it is built incrementally as a
living draft, with each module analysis completed and
added to the report, and submitted to the instructor at
the close of the corresponding module before the next
module begins. The complete written report is submit-
ted as a single compiled document at the end of the
semester. This staged submission structure creates nat-
ural accountability checkpoints throughout the semes-
ter and prevents end-of-term compression of the
analytical work.

The GLF was grounded in three complementary
pedagogical principles. First, constructive alignment
(Biggs et al. 2022) ensured that each step directly sup-
ported the intended learning outcomes: analytical rea-
soning, Al literacy, and communication of findings.
Second, cognitive load theory (Dunlosky et al. 2013)
informed the scaffolded, module-by-module structure
that broke complex analytical tasks into manageable
stages. Third, active learning principles (Freeman et al.
2014) underpinned the emphasis on cross-platform
comparison and source verification, requiring students
to critically evaluate GAI outputs rather than passively
accept them. Together, these principles distinguish the
GLF from generic Al-use guides by embedding respon-
sible, learning-centered engagement into each step of
the workflow.

3.1. Choosing the Company

Students select a real organization as the focal case for
the semester-long project. To improve response quality
and reduce the risk of Al hallucination, students are
encouraged to select a company with a substantial and
verifiable public presence, such as a large retailer, manu-
facturer, or logistics firm, for which credible information
is available across company filings, industry reports,
and news sources (Huang et al. 2025). Although this
approach may not eliminate hallucinations entirely, it



Downloaded from informs.org by [216.73.216.24] on 31 October 2026, at 03:53 . For personal use only, al rights reserved.

4

Ebrahimi and Bridgelall: Leveraging Generative Al for Teaching OM

INFORMS Transactions on Education, Articles in Advance, pp. 1-24, © 2026 The Author(s)

Figure 1. GLF Roadmap
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increases the likelihood that GAI models can draw on
well-documented, retrievable information rather than
generating plausible but unverifiable responses.

After selecting a focal company, students complete a
structured company introduction that will serve as the
opening section of the written report and the first seg-
ment of the oral presentation. Using a GAI tool with
appropriate prompting, they compile a concise over-
view of the company’s history, mission and vision,
main products and services, industry segment and key
competitors, market position, and strategic priorities,
and then verify Al-generated claims against indepen-
dent sources before incorporating the introduction into
their report. Section 4.1 illustrates this step with an
example prompt and company introduction for
Walmart.

3.2. Learning Module Concepts

Before engaging with GAI tools for the project, stu-
dents are expected to complete all assigned learning
materials for the relevant course module, including
readings, lectures, and case exercises, as a founda-
tional context. Familiarity with course concept termi-
nology and theories is necessary for students to
evaluate whether GAI outputs are accurate and
appropriately scoped (Biggs et al. 2022).

At the start of each course module, the instructor pro-
vides students with a set of module-specific project
completion guidelines: a document that defines the

module’s project question, specifies the scope of OM
concepts to be addressed, and identifies the types of
sources and evidence acceptable for verification. These
guidelines serve as the anchor for all subsequent steps
in the GLF and should be reviewed carefully before
prompt design begins.

Students may use GAI tools in a supplementary
capacity during this step, for example, to organize lec-
ture notes into structured summaries or to identify gaps
in their understanding. Comparing an Al-generated
concept summary against one’s own notes can help
reinforce understanding and surface misalignments
before the related module’s work on the project begins
(Dunlosky et al. 2013). Instructors are encouraged to
incorporate case discussions and worked examples into
the module to deepen students’ familiarity with how
the given OM concepts manifest in practice, which, in
turn, supports the quality of prompts students can
design or customize.

3.3. Designing Module-Level Analytical Prompts

This step applies specifically to the module-level pro-
ject questions that form the core analytical work of the
GLF. The company introduction prompt, described in
Section 3.1, follows a different design logic and verifica-
tion approach, as it targets factual retrieval rather than
concept-driven analysis. However, this step guides
students in constructing module-level prompts that
elicit accurate, course-aligned, and concept-grounded
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analytical responses from GAI tools, a practice known
as prompt engineering (Al-kfairy et al. 2024). Prompt
engineering has emerged as a critical skill for producing
reliable outputs from large language models (LLMs),
and there are currently no established prompt engineer-
ing standards tailored specifically to higher education
learning activities (Carrasco-Saez et al. 2025, Lee and
Palmer 2025). The GLF provides students with a struc-
tured prompt template to reduce this uncertainty.

Each prompt should be composed of three elements
(Orient, Context, and Response), forming the OCR
framework:

(1) Orient: A role instruction that positions the GAI
as a subject-matter expert (e.g., “You are an expert in
operations management”), establishing the analytical
lens and level of expertise the response should reflect.

(2) Context: The project question drawn directly from
the module-specific report guidelines, together with the
uploaded course materials relevant to the module, which
prime the platform with domain-specific knowledge
through a process known as retrieval-augmented gener-
ation (RAG).

(3) Response: A specification of the desired output
format, including a structural example of the expected
answer, a technique known as one-shot prompting. Pro-
viding this structural example prevents the GAI from
generating overly verbose or mismatched responses,
directly reducing the iterative burden of reprompting
that students often experience (Farrokhnia et al. 2026).
The Response element should specify the desired out-
put structure, such as headers and labeled categories,
but should not impose sentence counts or word limits
on the first pass. (Length constraints are applied only
when requesting a condensed follow-up summary in a
subsequent prompt, a process described in Step 3.5.)

Section 4.2 presents two fully developed module-
level prompts that demonstrate the three-element OCR
structure applied to course-specific analytical ques-
tions, in contrast to the introductory prompt illustrated
in Section 4.1.

The initial prompt for each module is designed off-
line, before any platform interaction, for a methodolog-
ical reason: Submitting an identical, OCR-structured
opening prompt to every platform in a fresh thread
ensures that the cross-platform differences students
analyze in Step 3.5 reflect platform behavior rather
than differences in what each platform was requested.
Constructing the prompt against the module guide-
lines and course materials, rather than through trial-
and-error in the chat window, is itself the intended
learning activity, requiring students to translate course
concepts into a precise analytical question. This does
not mean interaction is discouraged: After the initial
submission, Step 3.5 requires interactive engagement,
including the second-pass condensation prompt,
follow-up prompts probing discrepancies between

platforms, and elaboration requests. All of these
exchanges occur within the same recorded thread and
are visible to the instructor in the submitted conversa-
tion record, so the full interaction history, not only the
opening prompt, is part of the assessed record. Stu-
dents who discover through interaction that an element
of their initial prompt was ambiguous document this in
the process summary and may carry the improvement
into the next module’s prompt, making prompt design
an iteratively improving skill across the semester rather
than a one-shot task.

3.4. Generating and Collecting GAI Outputs
Students must begin a new conversation thread for
each module’s project question to prevent the GAI
from conflating topics across modules and to ensure
focused, contextually clean responses. Once the prompt
is finalized, students submit it, along with the uploaded
course materials, to at least two GAI platforms (e.g.,
ChatGPT, Claude, Gemini). GAI platform features and
access tiers change frequently, so instructors should
confirm which retrieval and citation features are avail-
able to their students and provide updated information
about current model capabilities and limitations before
the project begins (Francis et al. 2025, Sun et al. 2026).
Section 5.1 provides detailed guidance on managing
unequal access tiers and midsemester platform changes.
If organized in teams, each student group should consis-
tently utilize the same set of platforms across all project
modules throughout the semester to ensure comparabil-
ity of outputs over time.

To document compliance with the prompt construc-
tion requirements outlined in Step 3.3, students must
submit a conversation record for each platform used in
each module. A conversation record is any platform-
supported or instructor-approved format that pre-
serves the relevant Al exchange for review, such as a
shareable conversation link, exported conversation file,
PDF, or screen recording. These records give the
instructor access to the full exchange for auditing,
including the opening prompt, follow-up interactions,
and generated responses, and serve as the primary
compliance record for this step. Students should save
the conversation record immediately after completing
each platform session and include the record, or a refer-
ence to it, in the corresponding row of the comparison
table. In the reported implementation, shareable links
were used where available; when a platform did not
support an accessible shareable link, students submit-
ted an exported PDF or a screen recording of the con-
versation. Two constraints made this necessary: on
some platforms a conversation containing an uploaded
file cannot be shared by public link at all, and on others
link sharing is limited to members of the same institu-
tional workspace.
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Instructors are encouraged to conduct a midsemester
check-in, ideally after the second module’s comparison
table is submitted, by reviewing two or three students’
conversation records per section to verify the prompt
structure and the quality of follow-up exchanges. On
the platforms used here, shared links do not display
uploaded files as of this writing; to verify that course
materials have been uploaded, instructors can periodi-
cally and randomly request students to submit a
screenshot of the platform interface showing the
attached files at the time of submission. This targeted
review provides an early-warning signal before the
final report is assembled, without requiring instructors
to review all submissions.

3.5. Evaluating, Comparing, and Refining
GAI Outputs

After collecting responses from all selected platforms,
students systematically evaluate and compare the out-
puts across three dimensions, including accuracy,
depth and relevance, and consistency. Students must
record their findings in a structured comparison table
(rows listing the questions and columns showing the
responses received using the GAI tools) and include
the table in their case report for each question in each
course module. The three dimensions are as follows.

e Accuracy: Students verify whether each platform’s
response aligns with the concepts and frameworks cov-
ered in the module. GAI models can confidently pro-
duce inaccurate information, a phenomenon known as
hallucination (Ji et al. 2023, Bridgelall 2024), so students
should request supporting references from each plat-
form and cross-check them against course materials
and independent sources. When a platform cannot pro-
vide verifiable references, students must consult their
instructor, refer to company filings or industry reports,
or seek input from a subject-matter practitioner (Bernik
et al. 2025, Liu et al. 2025). When activating deep search
or Internet retrieval features, students should explicitly
instruct the platform to consult only scholarly, peer-
reviewed sources and official company filings or gov-
ernment reports, and to exclude blogs, opinion pieces,
and marketing materials such as promotional bro-
chures or investor-targeted reports, which may present
biased or unverifiable claims. For student-conducted
verification, the module guidelines specify a three-tier
source hierarchy. Tier 1 (authoritative): audited com-
pany filings (10-K/annual reports), regulatory docu-
ments, and peer-reviewed academic sources; Tier 2
(credible secondary): established industry reports, gov-
ernment statistics, and major business press with named
authors and editorial standards; Tier 3 (excluded): blogs,
opinion pieces, promotional or investor-marketing mate-
rials, user-generated content, and Al-generated summa-
ries cited as sources. A claim is verified when supported
by at least one Tier 1 source or two independent Tier 2

sources. When acceptable sources conflict, students
apply a precedence rule: Tier 1 outranks Tier 2; among
equal-tier sources, the more recent and more specific
to the claim prevails; and if the conflict survives these
tests, the student reports both positions in the process
summary, states which they adopted and why, and
flags the claim as contested. Conflicts that cannot be
adjudicated from available sources are legitimate
findings: the GLF treats an honestly documented
unresolved conflict as stronger work than a forced res-
olution, and the rubric’s critical-evaluation dimension
rewards the documentation, not the tidiness of the
outcome.

e Depth and relevance: Students assess whether
each response substantively addresses the project ques-
tion or provides only a surface-level answer. Responses
should be evaluated for alignment with the prompt’s
scope and the level of analytical detail specified in the
module guidelines (Kasneci et al. 2023, Bai and Wang
2025).

e Consistency across platforms: Students identify
agreements and discrepancies among responses gener-
ated by different platforms. Discrepancies are not
errors to be disregarded; they serve as verification tasks
and learning opportunities. When platforms present
conflicting information, students must identify the dis-
puted claims and resolve them against independently
verified sources before finalizing their comparison
table.

Before importing findings into the comparison table,
students should use a two-pass prompting approach
for each platform. In the first pass, students submit the
prompt without word or length restrictions, allowing
the platform to generate its most complete and detailed
response and ensuring that no analytical depth is lost
to premature output constraints. In the second pass,
students submit a follow-up prompt instructing the
platform to summarize its previous response, retaining
only the most important and relevant takeaways in
approximately 50-100 words. This condensed sum-
mary is then entered into the comparison table. The
two-pass approach ensures that students engage with
the full analytical content of each platform’s response
before deciding what to document, preventing superfi-
cial comparison based on truncated outputs.

The evaluated implementation included cross-
platform comparison, independent source verification,
and documented follow-up prompting. The three safe-
guards discussed next, including repeated sampling,
alternative prompt framings, and comparison against a
course-concept checklist, are proposed extensions for
instructors and were not evaluated as separate compo-
nents of the present study.

Recommended safequard 1: Run-to-run variation. Run-
to-run stochasticity remains a limitation because LLM
outputs can vary even when the same prompt is
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submitted repeatedly. A single regeneration or resub-
mission in a fresh thread can help students detect an
obvious instability: A changed response signals that
the original difference may have reflected sampling
variation. A repeated response, however, does not
establish a stable platform characteristic, particularly
when users cannot observe or control temperature and
related sampling parameters, and pockets of output
variability persist even in newer and more capable
models (Zhou et al. 2024). The repeated element
remains only a candidate platform difference that must
be adjudicated against course materials and indepen-
dent sources. Instructors seeking a stronger diagnostic
may use repeated sampling and modal aggregation
when feasible, following the self-consistency approach
developed for reasoning tasks (Wang et al. 2023), but
this refinement was not part of the evaluated imple-
mentation and is not required by the GLF.

Recommended safequard 2: Sycophancy and framing
sensitivity. Neutral and two-sided framing can reduce
overtly leading language but cannot eliminate syco-
phancy, the tendency of models to align with a user’s
stated or implied position, which has been documented
in educational settings where leading assistants
affirmed misconceptions embedded in practice-
oriented prompts (Richter et al. 2025). Determining
whether a prompt is genuinely neutral is itself difficult.
Recommended safeguards include eliciting an initial
assessment before revealing the student’s position, pos-
ing opposing framings in separate fresh threads, and
comparing responses under alternative prompt word-
ings. These procedures can reveal sensitivity to fram-
ing, but they do not prove that a model is unbiased or
free of agreement-seeking behavior. They are therefore
presented as recommendations for instructors and as
priorities for future evaluation rather than as compo-
nents tested in the present study.

Recommended safequard 3: Common omissions across
platforms. Cross-platform agreement bounds what the
platforms produced, not what is true. Therefore, a cate-
gory omitted by every platform remains invisible to a
purely cross-platform check. As an Al-independent
safeguard, instructors should ask students to compare
the union of platform-identified categories against the
concept checklist in the module guidelines and course
materials. When a course-covered concept is absent
from all responses, students should investigate it inde-
pendently, document whether it applies, and note that
the addition came from the course-material check
rather than from a platform.

After completing the evaluation, students synthesize
the most accurate, well-supported elements from each
platform’s response into a coherent answer. Follow-up
prompts, such as asking a platform to expand on a
point, reconsider a conclusion, or explain a discrep-
ancy, are encouraged as part of this iterative refinement

process. For example, if GAI platforms provide incon-
sistent responses to a question, students should follow
up by asking the platform that provided the conflicting
answer about the discrepancy exposed by another plat-
form, and request elaboration and reasoning for it. Stu-
dents are required to document the process they
followed to reach a final response for each question,
including a conversation record for each Al platform
used, in an instructor-approved format, and providing
the condensed second-pass response in the comparison
table.

A process summary of approximately 50 words at
the bottom of the table should identify which plat-
form’s response was selected as the basis for the final
answer, what discrepancies were encountered, how
they were resolved, and what follow-up prompts were
submitted. When shareable conversation links are used
as the conversation record, the final report becomes a
hyperlinked reference document, with each synthe-
sized paragraph traceable to the AI exchange that
informed it, enabling both retrospective review by the
student and targeted verification by the instructor.
Figure 2 outlines the iterative workflow students follow
during Step 3.5, illustrating how each platform’s output
is collected, condensed, and systematically evaluated
across three dimensions before the completed compari-
son table is appended to the draft report.

Once finalized, the completed comparison table for
each module is appended directly to the relevant sec-
tion of the draft report before the next module begins,
ensuring the written report grows as a continuous,
cumulative record of the student’s analytical engage-
ment throughout the semester. This incrementally built
report later serves as the uploaded context document
for Steps 3.6 and 3.7, enabling a GAI tool to generate
recommendations and a draft conclusion grounded in
the student’s own verified findings.

3.6. Developing Recommendations

Before initiating this step, students must consolidate all
completed module analyses and comparison tables
into a single draft report. Students then upload their
draft report to a new thread in a GAI tool and submit a
structured recommendation prompt (illustrated in Sec-
tion 4.4). They develop a Recommendations section
that proposes four to six actionable strategies to
improve the focal company’s operations, drawing on
insights from all modules. The GAI tool serves as a stra-
tegic brainstorming partner, generating candidate
recommendations that students must then critically
evaluate through either retaining, revising, or rejecting
each suggestion with written justification.

A written retain/revise/reject (R/R/R) table must
be added to the draft report, accompanied by the con-
versation record for that session. The table should list
all Al claims within a single column, accompanied by
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Figure 2. Step 3.5 Student Workflow: Evaluating, Comparing, and Refining GAI Outputs
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the decision (retain, revise, reject), justification, and
module source in the remaining columns. Students are
also required to defend their recommendation deci-
sions analytically during the oral presentation.

3.7. Writing the Conclusion

The conclusion is the component of the written report
and oral presentation in which students demonstrate
their capacity to synthesize, evaluate, and move

beyond the GAI outputs generated across the semester
(Dunlosky et al. 2013, Eaton 2023).

Students upload their compiled draft report to one
GAI tool and submit a structured conclusion prompt
asking the platform to (a) identify the most significant
operational insights about the focal company that
emerged across all modules; (b) assess the comparative
capabilities and limitations of the GAI platforms used
throughout the project; and (c) identify any remaining
gaps or unresolved questions in the analysis.
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Then, students critically review the Al-generated
response and complete two R/R/R tables, one for the
operational insights (prompt a) and one for the plat-
forms assessment (prompt b), following the same for-
mat used in Step 3.6. Each table must include a
minimum of three rows. For any gaps or unresolved
questions identified under prompt (c), students must
either locate additional verified sources to address
them or explicitly acknowledge the limitation in the
written conclusion rather than accepting unverifiable
Al claims.

Students submit (1) their conclusion with the two
completed R/R/R tables appended and (2) the conver-
sation record from the GAI session. During the oral
presentation, students must explain and defend their
R/R/R decisions, with specific reference to module-
level findings.

3.8. Compiling and Presenting the Final Report
Having completed the module analyses, recommenda-
tions, and conclusion, students compile these compo-
nents into the final written report and oral presentation.
This structure mirrors the cognitive progression of the
framework, from descriptive context building, through
analytical engagement, to strategic synthesis and indi-
vidual reflection.

The written report serves as a process documentation
record, integrating comparison tables, conversation
records, source verification records, two-pass prompt-
ing logs, and R/R/R decisions from the Recommen-
dation and Conclusion sections into a structured,
semester-long audit trail of the student’s analytical
engagement. The report provides the evidentiary foun-
dation for the oral presentation, allowing students to
review their documented process and findings as they
prepare their slides and talking points.

The oral presentation follows the same four-part
structure, ensuring alignment between written and oral
deliverables. The oral presentation serves two pur-
poses: it discourages passive reliance on Al-generated
text by requiring students to explain and defend their
analyses in their own words (Eaton 2023, Sullivan et al.
2023), and it develops professional communication
competencies, including structured argumentation and
evidence-based presentation skills that are increasingly
expected in Al-augmented workplaces (Mehmet et al.
2025). In an oral presentation, although the module
analyses may be presented at a summary level, stu-
dents are expected to discuss the Recommendations
and Conclusion sections in analytical depth, explaining
what the Al initially proposed, what they indepen-
dently added or modified, and the reasoning behind
each decision. Discussing the mechanics of the compar-
ison table is optional and at the student’s discretion, as
including it may exceed the presentation time specified
by the instructor. Students are encouraged to use GAI

tools to create visual aids for their presentations, mak-
ing them more engaging for the audience.

4. Framework Application: A Walmart

Case Example

This section illustrates how students should engage
with each step of the GLF through a concrete OM topic.
All prompts, outputs, and evaluation decisions pre-
sented in this section are author-generated illustrations
of how the GLF steps operate in practice; they are not
drawn from student submissions and are intended
solely to demonstrate the framework’s workflow and
expected level of analytical engagement. The illustra-
tive outputs in Online Appendices C and D were gener-
ated on September 1, 2025, using GPT-5 (OpenAl),
Claude Sonnet 4 (Anthropic), and Gemini 2.5 (Google),
with deep search enabled on each platform; these rep-
resent the model versions available at the time of
course implementation. Walmart serves as the focal
company throughout this example. The implementa-
tion proceeds through five subsections, each corre-
sponding to one or more GLF steps discussed in
Section 3: Section 4.1 demonstrates the development of
the company introduction (Step 3.1); Section 4.2 pre-
sents two fully developed module-level prompts (Step
3.3), Step 3.2 is preparatory and not separately illus-
trated; Section 4.3 evaluates and compares GAI outputs
across three platforms (Step 3.5); Section 4.4 demon-
strates the development of recommendations (Step
3.6); and Section 4.5 demonstrates the two-stage R/R/
R evaluation for the conclusion and the optional gap-
check prompt (Step 3.7). Two project questions drawn
from distinct OM modules are used throughout: (1)
competitive priorities (order qualifiers and order win-
ners) and (2) demand management strategies (promo-
tional pricing).

4.1. Developing the Company Introduction

(GLF Step 3.1)
The following prompt was used to generate a draft
introduction for Walmart.

Company Introduction Prompt: “You are an expert
in business and industry analysis. Please draft a concise
company overview for an undergraduate Operations
Management case report on Walmart. Include the fol-
lowing components: (1) a brief history of the company;
(2) its mission and vision; (3) its primary products and
services; (4) its industry segment and key competitors;
(5) its approximate market position, such as size, mar-
ket share, or role in the industry; and (6) any notable
strategic priorities relevant to operations management.
Use clear headings and short sentences suitable for an
undergraduate business student. After each factual
claim, do an online search for a publicly accessible
source (please verify it), such as an annual report, the
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company website, or an industry report, that can be
used to verify the information.”

In this illustrative example, the Al-generated draft
was verified against Walmart’s 2023 Annual Report,
the company’s official website, and publicly available
industry reports, confirming the accuracy of key claims
regarding revenue, competitive positioning, and strate-
gic priorities. Claims that could not be verified through
independent sources were revised or removed. The
final company introduction was then rewritten in plain,
student-appropriate language before being incorpo-
rated into the sample report. This verification process
mirrors the source-checking practices the GLF requires
of students in all subsequent modules and establishes
information literacy as a foundation before analytical
work begins (Kasneci et al. 2023, Thiis et al. 2024)

4.2. Designing Module-Level Prompts for
GAl-Assisted Analysis (GLF Step 3.3)

Unlike the company introduction prompt in Section
4.1, which targets factual retrieval and verification, the
module-level prompts developed here are designed to
elicit course concept-aligned analytical responses
grounded in uploaded instructional materials. Each
prompt addresses a specific OM question drawn from
the module-specific project completion guidelines
described in Section 3.2. The prompts require the GAI
platform to reason within the scope of course terminol-
ogy, analytical frameworks, and the depth expected for
the assignment. This distinction reflects the GLF’s scaf-
folded design: factual context is established first (Step
3.1), and analytical engagement follows module by
module (Steps 3.3-3.5). The following two prompts
illustrate the three-element OCR structure described in
Section 3.3.

Prompt 1:

[Orient]: You are an expert in operations management.

[Context]: Please answer the following question using the
concepts covered in the uploaded course materials and the
information available about Walmart.

Question: Identify Walmart’s order qualifiers and order
winners from the end-users’ perspective.

Please ensure your response aligns with the educational
materials uploaded for this chapter (e.g., lecture notes,
readings, or summaries) and incorporates references where
applicable. When using your deep search or Internet
retrieval features, consult only scholarly, peer-reviewed
journal articles, academic textbooks, and official company
documents such as annual reports or regulatory filings. Do
not use blogs, opinion pieces, news editorials, or marketing
and promotional materials as sources.

[Response]: Use short sentences that are easy for a fresh-
man undergraduate student to understand. Do not impose
any word or sentence limits. Provide a thorough and fully
supported response for each entry. Use the following exact
structure for your output:

[Example Output Structure]

Order Qualifier: [Name of Qualifier]

- Definition: [ Define the order qualifier based on uploaded
course notes]

- Applicable Product/Service Types: [Explain why custo-
mers expect this criterion as a baseline threshold, and how
Walmart’s performance on it compares to key competitors]

- Walmart Application: [Explain how Walmart achieves
this with supporting evidence]

- Source: [Reference].

Prompt 2:

[Orient]: You are an expert in operations management.

[Context]: Please answer the following question using the
concepts covered in the uploaded course materials, as well as
the information available about Walmart.

Question: Evaluate the application of promotional pricing as
one of the demand management strategies at Walmart. Demand
for which types of products can be managed by this option?

Please ensure your response aligns with the educational
materials uploaded for this chapter (e.g., lecture notes,
readings, or summaries) and incorporates references where
applicable. When using your deep search or Internet
retrieval features, consult only scholarly, peer-reviewed
journal articles, academic textbooks, and official company
documents such as annual reports or regulatory filings. Do
not use blogs, opinion pieces, news editorials, or marketing
and promotional materials as sources.

[Response]: Use short sentences that are easy for a fresh-
man undergraduate student to understand. Use the follow-
ing exact structure for your output. Do not impose any word
or sentence limits. Provide a thorough and fully supported
response for each entry:

[Example Output Structure]

Demand Management Strategy: [Name of Strategy]

- Definition: [define the demand management strategy
based on uploaded notes]

- Applicable Product/Service Types: [identify which types
of products at Walmart this strategy applies to]

- Walmart Application: [explain how Walmart imple-
ments this strategy in practice]

- Source: [Reference]

Both prompts, along with the uploaded course mate-
rials, were submitted to ChatGPT, Claude, and Gemini
with deep search enabled and a new conversation
thread for each; condensed platform responses are pro-
vided in Online Appendix C (Prompt 1: order qualifiers
and order winners) and Online Appendix D (Prompt 2:
promotional pricing). The course-material summaries
uploaded as context for the two prompts are repro-
duced in Online Appendices A and B, respectively.

4.3. Evaluating and Comparing GAIl Outputs

(GLF Steps 3.4 and 3.5)
With outputs collected from all three platforms as
described in Section 4.2, the evaluation phase proceeds
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across the three dimensions specified in Step 3.5: accu-
racy, depth and relevance, and consistency across plat-
forms. For each prompt, platform responses are
documented side by side in a structured comparison
table (Step 3.5), and any discrepancies are treated as
verification tasks rather than errors to be dismissed.
The following subsections illustrate this process for
both Prompt 1 (order qualifiers and order winners) and
Prompt 2 (promotional pricing as a demand manage-
ment strategy). Summarized platforms responses are
provided in Online Appendix C for Prompt 1 and
Online Appendix D for Prompt 2.

4.3.1. Evaluation of Responses to Prompt 1. Table 1
displays the order qualifiers identified by each GAI plat-
form in response to Prompt 1. The detailed responses
from all three platforms are provided in Online Appen-
dixC.

Table 1 shows that all three platforms identified con-
sistent product quality and product variety /availability
as order qualifiers. This agreement is an initial compari-
son result, not evidence that the labels are necessarily
accurate or stable, so students must still verify them
against course definitions and independent sources.
The remaining qualifiers illustrate platform-specific dif-
ferences that require investigation. Claude did not iden-
tify on-time delivery, whereas ChatGPT and Gemini
did. Rather than accepting the majority view, students
should treat the difference as a verification task and ask
Claude to reason through whether on-time delivery
qualifies in Walmart’s operating context. GPT-5's inclu-
sion of brand reputation illustrates another possible
error: conflating a marketing-level competitive advan-
tage with the operational threshold criteria used to
define order qualifiers in the course materials. Students
should identify this conceptual mismatch and verify the
distinction before incorporating the finding into the
final report. This evaluation process, rather than plat-
form agreement itself, is one of the GLF’s intended
learning activities. Table 2 displays the order winners
identified by each platform.

All three platforms identified low-cost operations
and volume flexibility as order winners. Only two plat-
forms identified convenience/multichannel access,
variety across categories, and delivery speed. Students

Table 1. Walmart Order Qualifiers Reported by Each GAI
Platform

Category ChatGPT Claude Gemini
Consistent product quality * * *
Product variety /availability * * *
On-time delivery * *
Customer service standards *

Store accessibility *

Brand reputation *

Table 2. Walmart Order Winners Reported by Each GAI
Platform

Category ChatGPT Claude Gemini
Low-cost operations * * *
Convenience/multichannel access * *

Volume flexibility /handling peaks * * *
Variety across categories * *
Delivery speed * *

should treat these differences as verification tasks: iden-
tify the contested claim, substantiate it with indepen-
dent sources such as company filings or reputable
industry reports, and document how the evidence sup-
ports or refutes it. A student might, for example, ques-
tion whether product variety remains an order winner
for Walmart when major competitors offer comparable
variety, suggesting that it may instead function as an
order qualifier. Differences can also reflect prompt
interpretation, retrieval coverage, model training, or
sampling variation.

Illustrative Extension. These checks were not evalu-
ated in the two course sections reported in this study.
An instructor could apply the recommended safe-
guards in Step 3.5 by asking a student to resubmit the
same opening prompt to Gemini in a fresh thread. A
changed response would reveal obvious run-to-run
instability, whereas a repeated omission would remain
only a candidate discrepancy requiring external verifi-
cation and would not constitute evidence of a stable
platform characteristic. For the Table 1 discrepancy
involving Claude’s omission of on-time delivery, the
instructor could elicit an initial assessment in a fresh
thread before revealing the other platforms’ positions
or compare responses generated under opposing
prompt framings. These checks supplement rather than
replace independent source verification. Completeness
should also be assessed against course materials rather
than platform consensus. Online Appendix A lists nine
competitive priorities, so a student noticing that no
platform assessed development speed should evaluate
that omission independently and document why it was
or was not applicable.

4.3.2. Evaluation of Responses to Prompt 2. Table 3
compares the key points identified by each platform in
response to Prompt 2 on promotional pricing. A sum-
mary of the full platforms responses is included in
Online Appendix D.

All three platforms identified promotional pricing as
a temporary strategy to stimulate demand during slack
periods and for specific product categories. Seasonal
and impulse products were unanimously highlighted
as primary targets. However, notable differences
emerged across platforms: ChatGPT uniquely noted
that constant-demand necessities such as milk and
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Table 3. Key Points on Promotional Pricing Identified by ChatGPT, Claude, and Gemini

Category (key points)

ChatGPT Claude Gemini

Definition of promotional pricing (temporary price reductions to shift demand)

Works for seasonal products (e.g., clothing, holiday goods)

Works for durable/stock-up goods (nonperishables, household essentials)

Works for discretionary/impulse goods (electronics, toys, décor)

Less effective for necessities (milk, bread, items with constant demand)

Inventory management benefit (avoids overstock, stockouts, waste)

Customer attraction and loyalty (reinforces Walmart’s “everyday low price” or competitive image)

Example tactics (rollbacks, BOGO,” clearance, seasonal markdowns)
Strategic benefits (stable sales, cash flow, smoother customer traffic)

Link with other demand strategies (e.g., complementary products, prescheduled pickup)

*

*

* % % %

¥ X X ¥ ¥ ¥ X X

P
* % % %

“Buy One, Get One, a promotional pricing tactic where a customer purchases one item at full price and receives a second item either free or at

a reduced price (e.g., Buy One, Get One 50% off).

bread are less suited to promotional pricing at Wal-
mart, an important boundary condition worth includ-
ing in the final report. Claude and Gemini offered the
most comprehensive coverage of tactical examples
(rollbacks, BOGO, clearance, seasonal markdowns) and
strategic benefits such as stable cash flow and smoother
customer traffic. Only Claude recognized the effective-
ness of combining promotional pricing with comple-
mentary product strategies, a point present in the
uploaded course materials but missed by the other two
platforms, illustrating how cross-platform comparison
can surface coverage gaps that a single-platform
approach would miss. Students should document these
differences in their comparison table and use them to
construct a more complete, synthesized response than
any single platform provided. Additionally, follow-up
inquiries should be made regarding why one of the
three platforms did not recognize a category that the
other two did. For example, “Works for Durable/
Stock-up Goods” was overlooked by Gemini, and
“Strategic Benefits” was overlooked by ChatGPT.

4.4. Developing Recommendations (GLF Step 3.6)
As described in Section 3.6, after completing all
module-level analyses, students upload their full draft
report to a GAI tool and submit a structured prompt to
generate candidate recommendations. The following
prompt can be used at this stage.

Prompt 3:

“You are an expert in operations and supply chain
strategy. Based on the case report uploaded here, pro-
pose 4-6 concrete recommendations to improve Wal-
mart’s operations and supply chain performance. For
each recommendation: (1) link it explicitly to a specific
finding from the uploaded report; (2) identify the OM
concept it draws on, such as inventory management,
demand management, or capacity planning; and (3)
briefly explain the expected benefit and any implemen-
tation challenge. Do not restate the analysis; build on it.
Use concise language and short paragraphs suitable for
an undergraduate business audience.”

In response to Prompt 3, the GAI tool generated six
candidate recommendations: (1) expanding the use of
promotional pricing for seasonal and impulse categories
to smooth demand during peak periods; (2) implement-
ing more dynamic safety stock policies for high-velocity
nonperishable goods; (3) leveraging multichannel fulfill-
ment capabilities to strengthen convenience as an order
winner; (4) investing in supplier collaboration programs
to reduce lead time variability; (5) adopting complemen-
tary product bundling strategies in conjunction with
promotional pricing; and (6) increasing the frequency of
real-time inventory audits to reduce overstock in discre-
tionary categories.

To illustrate the evaluation process, each Al-generated
recommendation was assessed against the findings in
this example report. Recommendations (1), (3), and (5)
were retained because they were directly supported
by findings from the order qualifier, order winner,
and promotional pricing analyses in Section 4.3, and
could be substantiated with independent sources. Rec-
ommendation (2) was revised: Its scope was narrowed
upon determining that Walmart's existing cross-
docking infrastructure already addresses safety stock
for most high-velocity categories, making the original
suggestion overly broad. Recommendation (4) was
rejected because the report contained no module-level
evidence related to supplier lead times, and the GAI
tool did not provide a verifiable source to support the
claim. Recommendation (6) was retained with modifi-
cation, linking it specifically to the inventory manage-
ment benefit identified in Table 3. The summary of the
evaluation process of the responses is provided in
Table 4.

4.5. Writing the Conclusion (GLF Step 3.7)

As described in Section 3.7, the Conclusion begins with
students uploading their full compiled draft report to
one GAI tool and submitting a structured two-question
conclusion prompt. To illustrate this step, the following
prompt was submitted using the complete Walmart
case report as context.
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Table 4. Tllustrative Evaluation of GAI-Generated Recommendations for the Walmart Case (GLF Step 3.6)

No. GAl-generated Recommendation Decision Justification
1 Expand use of promotional pricing for Retain Directly supported by the promotional pricing analysis
seasonal and impulse categories to (Table 3) and Walmart’s publicly documented rollback
smooth demand during peak periods strategy; aligns with demand management module
findings
2 Implement more dynamic safety stock Revise Overly broad; Walmart’s existing cross-docking
policies for high-velocity nonperishable infrastructure already addresses safety stock for most
goods high-velocity categories, narrowed to a targeted
application in understocked regional distribution centers
3 Leverage multichannel fulfillment Retain Grounded in the order winner analysis (Table 2);

capabilities to strengthen convenience as
an order winner

4 Invest in supplier collaboration programs Reject
to reduce lead time variability

5 Adopt complementary product bundling Retain
strategies in conjunction with
promotional pricing

6 Increase frequency of real-time inventory
audits to reduce overstock in
discretionary categories

Retain (revised)

supported by independent data on Walmart’s curbside
pickup and delivery expansion

No module-level evidence related to supplier lead times
was generated; the GAI tool did not provide a verifiable
source to substantiate the claim

Supported by the cross-platform finding in Table 3 that
only Claude identified this connection; verified against
Walmart’s seasonal promotional practices

Retained with modification; linked specifically to the
inventory management benefit identified in Table 3, with
scope narrowed to discretionary and seasonal product
lines

Prompt 4:

“You are an expert in operations management and
business strategy. Based on the full case report
uploaded here, please: (a) identify the most significant
operational insights about Walmart that emerged
across all modules of this report; and (b) assess the
competitive capabilities and limitations of the GAI plat-
forms used throughout this project in supporting the
analysis. For each part, use concise language and short
paragraphs suitable for an undergraduate business
audience.”

The GAI tool responded with two sections corre-
sponding to parts (a) and (b) from prompt 4. Students
critically reviewed each section and completed two R/
R/R tables (one per prompt) before writing their con-
clusion. For exposition, the Walmart illustration devel-
ops two of the course’s six modules in full, the Ch. 2
module (operations strategy) and the Ch. 9 module
(forecasting and demand management); In deploy-
ment, the same cycle repeats for each remaining mod-
ule (Figure 2), so the compiled report evaluated at this
step contains all six module analyses, and the Module
Source column in Tables 5 and 6 accordingly references
the two modules developed in this example. The illus-
trative evaluation process is shown in Tables 5 and 6.

Once both tables are completed, students synthesize
the retained and revised insights into their final written
conclusion in their own words. The completed tables
are appended to the written report, along with the con-
versation record from this GAI session. After complet-
ing the R/R/R tables, students may optionally submit
a follow-up prompt asking the platform to identify any
operational insights, platform-specific observations, or

analytical limitations that the conclusion may have
overlooked. Unlike the required R/R/R tables for parts
(a) and (b) in prompt 4, this gap-check does not pro-
duce a required deliverable as it serves as a self-
auditing tool students may use at their discretion
before finalizing the written conclusion.

5. Assessment Design and
Instructor Guidance

This section first reports the implementation and
assessment procedures used in the two course sections
and then presents optional adaptations for other
instructional settings. Practices identified as recom-
mended, optional, or GLF-Lite configurations were not
evaluated as separate components of the present study.

The implementation context was a 300-level under-
graduate OM course required of all business majors,
delivered face-to-face in two sections during a 15-week
semester, taught by the same instructor with identical
syllabi. The course covered six OM modules, each cor-
responding to one textbook chapter: Operations and
Value Creation (Ch. 1), Operations Strategy and Com-
petitive Priorities (Ch. 2), Process Strategy (Ch. 3),
Quality Management (Ch. 4), Forecasting and Demand
Management (Ch. 9), and Inventory Management (Ch.
10). Each module consisted of an assigned textbook
chapter (Krajewski and Malhotra 2024), recorded
lecture-video content with embedded quizzes, in-class
discussion, and, for most chapters, a short, applied
video case. The course grade comprised 15% home-
work (lecture-video quizzes and video cases), 15%
quantitative practice tests, 10% simulations, 45% dis-
tributed across three noncumulative exams, and 15%
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Table 5. Tllustrative R/R/R Evaluation of Al-Generated Operational Insights for the Conclusion Section of the Walmart

Case (GLF Step 3.7, Prompt 4, Part a)

Al-generated insight Decision

Justification Module source

Walmart’s operational advantage rests on Retain
a mutually reinforcing system of low-
cost operations, volume flexibility, and
demand smoothing

Any operational improvement must be Retain
evaluated for whether it preserves or
disrupts this system-level balance

Walmart’s digital transformation strategy Revise
connects multichannel access to its
subscription service model

Walmart faces no significant operational Reject

gaps based on the analysis

Directly supported by order winner Ch. 2 and Ch. 9
analysis (Table 2) and promotional
pricing findings (Table 3); system-level
framing adds synthesis depth
Consistent with the recommendation to Ch. 2
narrow safety stock policy (Table 4, Rec.
2); adds strategic coherence to the
conclusion
Partially supported, multichannel access Ch. 2
was confirmed as an order winner
(Table 2), but the subscription service
link was not addressed in any module
analysis; narrowed to confirmed
multichannel findings only
Contradicts the rejected recommendation Ch. 9
on supplier lead times (Table 4, Rec. 4);
the report identified at least one
unresolved gap that the Al understated

for the GLF case project. Rubric percentages reported in
Online Appendix E are weights within this 15% project
component and not shares of the overall course grade.
In the OM course, students received a comprehen-
sive rubric outlining expectations for both the written
report and the oral presentation. The rubric empha-
sized not only the thoroughness and accuracy of stu-
dent engagement with each GLF step but also the
quality of students’ evaluation, verification, and syn-
thesis of GAl-generated outputs. The full rubric,
including performance-level descriptors for each com-
ponent, is provided in Online Appendix E. Online
Appendix G provides annotated exemplars of strong
and weak submissions for three key deliverables, illus-
trating the rubric’s performance-level distinctions;
instructors may adapt these directly into module

guidelines or use them in an in-class calibration exer-
cise. The rubric assessed eight components.

(1) OM concept understanding. The accuracy with
which students identify, explain, and apply the opera-
tions management concepts relevant to each module
question, including appropriate use of course terminol-
ogy, frameworks, and relationships among concepts.

(2) Prompt engineering and documentation. The quality
of the prompts submitted for each module, including
adherence to the OCR structure described in Section
3.3, alignment with the module question and course
materials, and clear documentation of the prompting
process.

(3) Report generation and multiplatform analysis. The
completeness and quality of each module-level analy-
sis, including the use of at least two GAI platforms,

Table 6. Illustrative R/R/R Evaluation of Al-Generated Platform Assessment: Walmart Conclusion (GLF Step 3.7, Prompt

4, Part b)
Al-generated platform observation Decision Justification Module source
ChatGPT provided the broadest coverage Retain Consistent with comparison table finding Ch. 2
but included unverifiable claims (e.g., that GPT-5 conflated marketing
brand reputation as order qualifier) advantages with operational threshold
criteria
Claude offered the most conceptually Retain Supported by Table 3 finding that only Ch. 9
precise responses and identified Claude identified this connection, which
complementary product bundling that is present in the uploaded course
other platforms missed materials
Gemini performed comparably to Claude Revise Partially accurate; Gemini missed “Works Ch. 9
across both illustrated modules for Durable/Stock-up Goods” in Table
3; revised to reflect this specific
coverage gap
All three platforms are equally reliable for Reject Not supported; follow-up prompting Ch. 2 and Ch. 9

source verification

revealed platform-specific gaps in
retrieval coverage; equal reliability
cannot be concluded from this analysis
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organization of the resulting responses in the required
comparison table, and development of a clear synthe-
sized response to the module question.

(4) Critical evaluation and refinement. The rigor with
which students assess GAI outputs for accuracy, depth
and relevance, and consistency across platforms; iden-
tify and investigate discrepancies; verify substantive
claims against course materials and independent
sources; use follow-up prompting where appropriate;
and justify how competing or incomplete outputs were
resolved in the final synthesized response.

(5) Written report synthesis. The coherence and inte-
gration of the semester-long written report, including
the extent to which module-level analyses are con-
nected into a logically organized account of the focal
company rather than presented as isolated responses to
individual questions.

(6) Recommendations, conclusion, and R/R/R tables. The
quality of the higher-level synthesis conducted in the
Recommendations and Conclusion stages, including
the R/R/R evaluation of Al-generated claims, the
extent to which decisions are justified with specific
module-level evidence, and the quality of the final
written conclusion in integrating operational findings
and reflecting critically on the GAI platforms used.

(7) Conversation-record documentation. The complete-
ness of the instructor-reviewable records required in
Step 3.4, including evidence of the submitted opening
prompts, generated responses, required second-pass
condensation prompts, substantive follow-up exchanges,
and other documented interactions needed to verify
compliance with the GLF process.

(8) Oral presentation. The clarity and professionalism
of the presentation and, particularly, the student’s ability
to discuss module findings at an appropriate summary
level while analytically defending the Recommendations
and Conclusion in real time, including explaining what
the Al proposed, what the student retained, revised,
rejected, or independently contributed, and the reason-
ing supporting those decisions without relying on a pre-
pared script.

These eight dimensions were assigned the following
approximate weights: OM concept understanding
(20%), prompt engineering and documentation (15%),
report generation and multiplatform analysis (15%),
critical evaluation and refinement (20%), written report
synthesis (5%), recommendations, conclusion, and R/
R/R tables (5%), conversation-record documentation
(5%), and oral presentation (15%). These weights
reflected the GLF’s pedagogical emphasis on critical
evaluation and independent synthesis as the primary
evidence of student analytical engagement. Instructors
may adjust these weights to reflect local course policies
or course-level learning objectives, provided the
weighting scheme continues to incentivize process doc-
umentation rather than output quality alone.

Regarding academic integrity, the rubric shifts the
evidentiary emphasis from detecting Al use to verify-
ing documented process and student understanding.
Comparison tables and conversation records provide
an auditable basis for checking prompts, follow-up
exchanges, discrepancies, and verification activity; the
R/R/R tables require students to justify decisions
against findings in their own reports; and the oral pre-
sentation requires students to explain and defend those
decisions in real time. These mechanisms do not make
the written artifacts immune to Al assistance, but they
create linked evidence that can be checked against the
student’s demonstrated understanding. Section 5.3
examines the verification strength and limitations of
these mechanisms in greater detail.

5.1. Platform Access, Tier Equity, and
Midsemester Changes

The GLF requires students to use at least two GAI plat-
forms, which raises a practical equity concern because
students may have different subscription tiers or no
paid access. This section first reports the access condi-
tions observed in the evaluated implementation and
then presents three access-equity measures (verifying
baseline access, anchoring assessment in process, and
documenting tier heterogeneity), together with a conti-
nuity rule for midsemester platform changes.

During the reported implementation, the instructor
did not identify any student who was unable to com-
plete the required activities because of platform access.
However, this observation was not based on systematic
access logs or a dedicated access survey and should not
be interpreted as evidence that free-tier availability
ensured equitable access. Free-tier use may still be con-
strained by token caps, file-upload limits, temporary
throttling, device or connectivity constraints, and
changes in platform policy.

First, instructors adopting the GLF may verify base-
line access before the semester through a short trial task
and provide more than one approved route. Options
include institutionally licensed accounts, student dis-
counts or course-funded subscriptions, a required
subscription treated transparently as course material
when institutional policy and affordability permit, and
no-cost open-access or locally hosted open-weight mod-
els that satisfy the learning objectives. Any required
paid option should be accompanied by an equivalent
no-cost route. If file upload is unavailable, students may
paste the relevant course-material excerpt directly into
the prompt. The GLF requires functional access to at
least two comparison tools and not a particular vendor
or paid tier.

Second, the GLF anchors assessment in process rather
than output quality. The rubric in Online Appendix E
emphasizes prompt structure, discrepancy documenta-
tion, verification records, and R/R/R justifications. This
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design is intended to reduce, rather than eliminate,
grading advantages associated with access to a more
capable model: A student using constrained access can
still demonstrate rigorous evaluation, whereas a student
using a paid tier receives no credit merely for producing
a polished answer. Instructors should nevertheless
review tier declarations and intervene when usage lim-
its systematically restrict a student’s ability to complete
the expected processes.

Third, tier heterogeneity should be made visible
rather than assumed away. Instructors may require
each comparison table to identify the platform, dis-
played model version, and access tier used for each col-
umn. This documentation helps instructors interpret
differences with tier information in view, teaches stu-
dents that model version and tier are part of the prove-
nance of Al-assisted analysis, and creates a record of
midsemester changes. It does not make access condi-
tions equivalent, but it provides information that can
help instructors identify and mitigate inequities.

A related continuity rule may be applied when a
platform changes substantially or becomes unavailable
during the semester. Under this rule, the student would
document the change in the affected module’s process
summary, substitute an approved alternative platform
for the remainder of the term, and not be penalized for
cross-module inconsistency attributable to the change.
Because each module begins in a new thread and each
comparison table is a self-contained record, the substi-
tution would not affect earlier modules; the audit trail
would simply record the dated change in platform
configuration.

5.2. Instructor Workload and Scalable
Implementation Options

The GLF's scaffolded submission structure raises a
practical feasibility question: How much additional
instructor workload does a distributed, process-based
project require relative to a conventional end-of-
semester case project? In the implementation evaluated
here, the GLF required more grading time than the con-
ventional single-submission case project used in prior
semesters. The additional effort arose primarily from
the six module-level checkpoints, although distributing
the work across the semester allowed corrective feed-
back to be provided while students could still apply it
to subsequent modules. This section first reports the
review procedure, implementation timeline, and
observed grading time, and then presents optional
grading and implementation adaptations for instruc-
tors for whom the full implementation may not be
feasible.

Conversation-record review. Conversation records
serve as compliance and process documentation rather
than a second essay to grade. Review focuses on four
elements: (1) whether the opening prompt follows the

OCR structure and matches the prompt reported in the
comparison table; (2) whether course materials were
provided to the platform (verified via spot-requested
interface screenshots, since shared links do not display
uploads); (3) whether the second-pass condensation
prompt was actually issued rather than the student
condensing the output themselves post hoc; and (4)
whether at least one substantive follow-up exchange
probes a discrepancy or requests elaboration, as
claimed in the process summary. Applied as a check-
list, this review was estimated to require approximately
two minutes per conversation record. The rubric’s
conversation-record dimension assesses these items;
conversation-record review is not a holistic quality
judgment, which is instead made on the comparison
table and synthesized answer.

Sampling protocol. In the reported implementation,
conversation records were reviewed by sampling
rather than exhaustively. The instructor reviewed all
conversation records for Module 1, when compliance
problems were most likely and corrective feedback had
the greatest downstream value, and then sampled the
conversation records of two to three students per sec-
tion per module thereafter, together with any record
whose comparison table raised a concern, such as a
missing record, inconsistency between the process
summary and reported outputs, or an implausibly
complete resolution of a discrepancy. Since students
did not know which records would be reviewed, the
sampling approach retained a compliance check while
reducing the number of conversation records requiring
review.

Implementation timeline. In the implementation evalu-
ated here, the project ran Weeks 2 through 14 of a
15-week semester: company selection and introduction
(Step 3.1) in Weeks 2 and 3, then six module cycles
(Steps 3.2-3.5) across the weeks matching each chap-
ter's coverage, Recommendations and Conclusion
(Steps 3.6-3.7) in Weeks 13 and 14, and oral presenta-
tions in Week 15. Module tables were submitted incre-
mentally, one per module, so the instructor returned
six tables during the term rather than grading one large
end-of-term deliverable.

Timely formative feedback. Because module submis-
sions were distributed across the semester, the instruc-
tor reviewed and returned each completed module
before students proceeded to subsequent modules.
This sequencing provided timely formative feedback
on areas such as prompt quality, discrepancy evalua-
tion, and process documentation, allowing students to
identify weaknesses and apply the feedback in later
module cycles.

Observed grading time. For a section of approximately
35 students, Module 1 required an estimated 4.5 hours of
grading, including review of all conversation records.
Once conversation-record sampling was implemented,
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each of the remaining five modules required approxi-
mately 2.7 hours on average. This included grading all
students’ comparison tables and process summaries,
together with roughly 10 minutes of conversation-
record review for the two to three students sampled,
with somewhat more time when flagged submissions
were also reviewed. Across all six modules, module-
level grading therefore totaled approximately 18 hours.
The compiled final report, with module analyses
already reviewed, added approximately 5 hours of
grading focused on the Recommendations and Con-
clusion R/R/R tables and overall synthesis. Oral pre-
sentations required class time plus approximately 4.5
hours of rubric scoring. The full implementation there-
fore required approximately 27.5 hours of grading and
scoring per section, distributed across the semester
rather than concentrated at the end of the term. In the
instructor’s experience this was somewhat more than a
conventional single-submission case project of compa-
rable scope requires. These figures are retrospective
instructor estimates rather than logged time records
and are reported to characterize the workload tradeoff
rather than as evidence of time neutrality.

Instructors can draw on established assessment strat-
egies that predate widespread GenAl adoption and on
more recent Al-assisted grading approaches. The for-
mer do not depend on LLMs, but they generalize to
GAl-integrated settings because they reduce the vol-
ume of work requiring exhaustive review while pre-
serving targeted evidence of student engagement. The
following grading and implementation strategies are
proposed adaptations for instructors who may find the
full implementation infeasible. Except where noted oth-
erwise, these alternatives were not evaluated as sepa-
rate components of the present study.

Grading-model flexibility. Instructors may reduce the
grading load by shifting when and by whom summa-
tive judgment is applied, without abandoning the fra-
mework’s process anchoring. Under formative module
grading, each comparison table is checked only for
completion and protocol compliance during the term,
with summative quality assessment concentrated on
the final report and oral defense; because every module
table reappears in the final report, quality review is
relocated rather than duplicated, consistent with evi-
dence that frequent low-stakes feedback is among the
most effective assessment interventions (Black and
Wiliam 1998). Under deep-sampled grading, the sam-
pling logic applied above to conversation records is
extended to the graded submissions themselves: Mod-
ule 1 is fully scored for every student, and a random
subset of the remaining modules (say, one or two of
five) receives full scoring while the rest receive comple-
tion checks. Because students cannot predict which of
the later modules will be scored, the incentive to docu-
ment every module is preserved with substantially

lower grading effort, following the limited-ground-
truth logic shown to sustain evaluation effort in peer
assessment (Gao et al. 2019). Scoring Module 1 for all
students guarantees the early corrective checkpoint
that purely random selection would leave to chance,
and drawing the remaining sample as submissions
arrive keeps later feedback usable. Under weight redis-
tribution, where modules are graded formatively or
lightly, a larger rubric weight shifts to the oral presenta-
tion, concentrating summative assessment on the least
delegable component (Section 5.3), consistent with evi-
dence that interactive oral examinations deter miscon-
duct while building communication skills (Sotiriadou
et al. 2020). Finally, under Al-assisted first-pass grad-
ing, an approach examined in recent higher-education
research, the instructor supplies an LLM with the
rubric, guidelines, and anonymized submissions to
draft provisional scores and feedback for human
review and approval. Rubric-anchored LLM grading
can approach human reliability on structured work
(Flodén 2025, Yavuz et al. 2025), but documented risks
of inconsistency, fabricated feedback, and unfairness
make unsupervised use inappropriate; the instructor
remains responsible for every grade, and institutional
data-processing policies must be observed (Yan et al.
2024). Used this way, Al-assisted grading models the
discipline the GLF expects from students: Al outputis a
first draft to be verified, not an authority to accept. All
four grading approaches may be combined with the
reduced configurations below, provided the scheme
still rewards documented process over polished
output.

Minimum viable configurations. For larger sections or
courses with limited grading support, we propose two
reduced configurations that preserve the framework’s
core mechanism while reducing workload.

GLF-Lite A (team-based): Students work in teams of
three to four, producing one comparison table and one
report per team, with individually assessed oral
defenses; this divides written grading volume by team
size while keeping the individual accountability instru-
ment intact. GLF-Lite B (reduced cadence): The number
of assessed module cycles is reduced from six to two
(one early module graded with full feedback and one
late module), with intermediate modules completed as
ungraded practice or peer-reviewed drafts, or, alterna-
tively, with the project scoped from the outset to a
selected subset of course topics rather than every chap-
ter; this can reduce full table-grading volume by
approximately two-thirds while retaining the early-
feedback checkpoint that supports improvement. In
both configurations, the oral presentation and the R/
R/R tables for Recommendations and Conclusion are
retained unreduced, since these carry the primary
integrity and synthesis functions of the framework.
Instructors with teaching assistants can additionally
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delegate the four-point conversation-record checklist,
which requires no OM subject-matter judgment.

Recommended feedback carry-forward practice. Instruc-
tors may ask students to open each module submission
after the first with a two-to-four-sentence note identify-
ing the main improvement requested in the previous
module and stating how the current submission imple-
ments it (for example, “Module 2 feedback noted my
follow-up prompts accepted Claude’s revised answer
without a source; here every discrepancy resolution
cites the verifying source”). This creates a visible feed-
back loop across module cycles and a quick way to con-
firm that prior feedback was considered. This practice
was not part of the evaluated implementation.

5.3. What the GLF Verifies and What It Cannot:
Al-Completability and Binding Points

A fair challenge to any GAl-integrated assignment is

that the assignment’s own deliverables can be pro-

duced by the tools it teaches. We address this directly

by auditing each GLF deliverable for Al-completability

and identifying where verification binds.

Steps 3.1-3.5 produce written artifacts (prompts,
comparison tables, process summaries, synthesized
answers), and we acknowledge that a sufficiently moti-
vated student could generate plausible versions of each
using GAl itself, including fabricated discrepancy reso-
lutions. The framework’s integrity design therefore
does not rest on the unverifiability of these artifacts. It
rests on three mechanisms that are progressively
harder to delegate.

First, the conversation records (Step 3.4) document
the exchange as it occurred: A student claiming a
follow-up exchange took place must produce the
record of it, and the four-point review (Section 5.2)
checks the claimed process against that record. The evi-
dentiary strength of this mechanism varies by record
type. A platform-hosted link provides stronger prove-
nance than a standalone PDF export or screen record-
ing because it points to a platform-hosted exchange;
however, no record type alone establishes that the
interaction occurred exactly as part of the student’s
genuine analytical process, and an exchange could in
principle be staged or recreated. The framework there-
fore relies on conversation records in combination with
the two mechanisms that follow. Second, the R/R/R
justifications (Steps 3.6-3.7) must trace to specific find-
ings in the student’s own report; a justification gener-
ated without the report in view fails the traceability
check the rubric applies. Third, and decisively, the oral
defense requires students to explain in real time and in
their own words what the Al proposed, what they
changed, and why. Accordingly, the oral defense func-
tions as the framework’s primary verification point,
and we designed it as such: It is weighted at 15% of
the project grade, it specifically targets the R/R/R

decisions (the least delegable artifacts), and a student
who delegated Steps 3.1-3.5 wholesale is less likely to
provide a coherent, specific defense tied to the docu-
mented analytical process.

The GLF’s claim is therefore not that each step resists
delegation individually, but that the chain terminates
in a real-time assessment the student must perform
personally, whatever preparation preceded it, and that
the intermediate documentation makes a coherent
defense easier for students who engaged with the work
and harder for those who did not.

What this design cannot guarantee is that engage-
ment with the process produces measurable learning
gains; the evaluation reported in Section 6 measures
perceived learning only. Establishing objective gains
(through rubric-score comparisons against non-GLF
cohorts, pre/post assessment, or analysis of oral-
defense performance relative to written-component
performance) is the central priority for future work
(Section 8).

6. Student Perceptions of the GLF:

Survey-Based Evaluation

To assess student perception of the GLF and gather pre-
liminary evidence of its perceived pedagogical value, a
postproject survey was administered at the end of the
Fall 2025 semester across two sections of an undergrad-
uate OM course. The OM course is a 300-level core
business course mainly taken by juniors. The survey
protocol was reviewed and approved by the institu-
tional review board (IRB) of the authors’ institution for
both course sections prior to data collection. Participa-
tion was voluntary and anonymous, had no impact on
course grades, and no identifiable personal information
was gathered.

The evaluation reported here is exploratory, descrip-
tive, and nonexperimental in intent. The design includes
two intact, nonrandomly assigned sections without a
comparison group, a modest sample (n=50), and a
newly developed instrument, and supports characteri-
zation of student perceptions, but not causal inference
or inferential generalization. Accordingly, this section
foregrounds descriptive results (Section 6.3), reports
section-level comparisons as exploratory observations
with effect sizes rather than confirmatory tests (Section
6.4) and defers assumption diagnostics to Online
Appendix H. Statistical significance markers, where
reported, should be read in this exploratory spirit.

6.1. Survey Design

The survey instrument consisted of 21 items organized
across four components: one demographic item (aca-
demic major), one background item (prior familiarity
with Al tools), 14 Likert-scale items rated on a five-
point scale ranging from one (strongly disagree) to five
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(strongly agree), and five open-ended reflection ques-
tions. The full list of survey items is provided in Online
Appendix F. The survey was developed specifically for
this study, with no prior validation and served as an
exploratory instrument. Responses from open-ended
questions were analyzed inductively using open cod-
ing, in which themes were identified through iterative
review until saturation was reached.

Items were assigned to constructs based on concep-
tual alignment with the corresponding pedagogical
principle; the full item-to-construct mapping and repre-
sentative items are detailed in Table 7. These groupings
are conceptually assigned composites rather than
empirically derived factors: No factor analysis was con-
ducted, and the instrument has no validation history.
Throughout Section 6, we therefore use the grouping
labels as organizational shorthand for sets of face-valid
items and not as claims about validated latent
constructs.

6.2. Participants

The survey was distributed to students enrolled in two
sections of the same undergraduate OM course, taught
by the same instructor with identical syllabi, assign-
ments, rubrics, and grading criteria. Section 1 yielded
26 responses from 36 enrolled students (response rate:
72%), and Section 2 yielded 24 responses from 35
enrolled students (response rate: 69%), for a combined
sample of n=050. All responses were completed
anonymously.

The sample was demographically diverse across
business majors. Nearly 88% of respondents reported
majors outside of operations management or supply
chain management, with approximately half from
accounting and finance programs. This demographic
profile is representative of the broader business student
population that typically enrolls in undergraduate OM
courses as a required core course, suggesting that the
GLF’s perceived usefulness extends beyond students

with a direct interest in operations or supply chain
careers.

Students in both sections reported comparable levels
of prior familiarity with generative Al tools. Across the
full sample (n=>50), the most common response was
moderately familiar (50.0%), followed by slightly famil-
iar (24.0%), very familiar (22.0%), and not familiar at all
(4.0%). Section-level distributions were nearly identical:
73.1% of Section 1 (n=19 of 26) and 70.8% of Section 2
(n=17 of 24) reported moderately or very familiar,
whereas 26.9% and 29.2%, respectively, reported
slightly or not familiar at all. Both sections showed a
similar median familiarity level (moderately familiar).
Statistical tests confirmed no significant between-
section differences in prior Al familiarity (x*(3) = 0.372,
p=0.946) or major field distribution (x*(6)=4.327,
p = 0.633), supporting the decision to pool responses for
the primary analysis and to treat the section-level differ-
ence in active learning and Al use as attributable to
unmeasured cohort factors rather than to systematic
pre-existing differences.

6.3. Pooled Descriptive Results

Table 8 presents the pooled construct means weighted
by section sample size, along with the corresponding
GLF steps and theoretical grounding for each survey
construct. All three construct means exceeded the scale
midpoint (3.0), ranging from 3.93 to 4.08. Cognitive
load/scaffolding received the highest rating (M = 4.08),
indicating that students found the module-by-module
structure manageable and both the rubric and frame-
work guidance clear. The result provides preliminary
support for the GLF’s grounding in cognitive load the-
ory (Sweller 1994): Decomposing the semester-long pro-
ject into bounded, modular tasks reduced the perceived
burden of a cognitively complex assignment. This con-
struct comprised only three items focused on perceived
manageability and rubric clarity; the narrow scope of
measurement may partly explain its higher pooled

Table 7. Conceptual Grouping of Survey Items into Composites and Measurement Categories

Construct Measurement dimensions

Representative survey items

Cognitive load/scaffolding
framework guidance

Active Learning and Al use Prompt engineering skills; cross-platform
comparison; source verification; cross-

output evaluation

Constructive alignment

applied OM strategy knowledge

Workload manageability; rubric clarity;

OM concept understanding; theory-
practice linkage; oral communication;

“The module-by-module structure made the project
workload manageable”; “The rubric clearly explained
what was expected at each step”; “The framework
guidance helped me understand how to proceed”

“Designing the prompts helped me engage more deeply
with the course content”; “Comparing outputs across
platforms improved my ability to evaluate Al-generated
information”; “Verifying Al outputs against independent
sources strengthened my analytical skills”

“The project helped me better understand how OM
concepts apply to real companies”; “Presenting my
findings orally helped me consolidate what I learned”;
“The project connected course theory to real-world

business practice”
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Table 8. Pooled Descriptive Statistics Across All Respondents (1 = 50)

Pooled
Pooled standard
Item grouping

Items (N) mean deviation Item range

GLF steps

Cognitive load/scaffolding 3 4.08 0.85
Active learning and Al use 7 3.94 0.93
Constructive alignment 4 3.93 0.92

4.02-4.12 3.2 Guidelines, Rubric (Supplemental Appendix E), Workload
3.76-4.12  3.3-3.5 Prompting, Comparison, Verification, Al Literacy
3.90-3.94 3.2 OM Learning, 3.8 Oral Presentation

Note. Pooled means are weighted by section sample sizes (11 =26, n, =24).

rating relative to the broader active learning and Al use
construct.

Active learning and Al use received a pooled mean
of M =3.94 and the largest between-section effect size
in the survey (g = 0.642; Table 9). This construct cap-
tures students’ perceived development of platform
comparison, prompt engineering, source verification,
and cross-output evaluation skills, which together form
the behavioral core of the GLF’s active learning design
(Freeman et al. 2014, Farrokhnia et al. 2026).

Constructive alignment received a pooled mean of
M =3.93, reflecting students’” perceived gains in OM
concept understanding, theory-practice linkage, applied
OM strategy knowledge, and oral communication skills.
The moderate cross-sectional difference is consistent
with the argument of Biggs et al. (2022) that constructive
alignment depends on alignment between task design,
learning activities, and assessment, and suggests that
minor variations in how instructors frame the connec-
tion between the case project and course concepts can
meaningfully influence perceived learning outcomes.
The qualitative themes reported below further reinforce
and extend each of these findings.

6.4. Exploratory Section-Level Comparisons
Section-level differences were examined with Welch
t-tests, with nonparametric checks and assumption
diagnostics reported in Online Appendix H; conclu-
sions were unchanged across methods. Given nonran-
dom assignment and the exploratory instrument, these
comparisons are reported to characterize implementa-
tion variation between sections, not to test hypotheses.
Table 9 presents the results.

Section 2 scored higher than Section 1 across all three
constructs; |t| values were reported as absolute values
accordingly. Welch t-tests revealed a statistically signif-
icant section-level difference for active learning and Al
use (|t/(42.4) = 2.345, p = 0.024, ¢ = 0.642), and Section 2

Table 9. Section-Level Comparison of Construct Means

scored higher (M =4.24) than Section 1 (M = 3.66).
Differences for cognitive load/scaffolding (|t|/(47.7)=
1.851, p = 0.070, g = 0.512) and constructive alignment
(Itl(46.0) = 1.689, p=0.098, ¢=0.465) did not reach
statistical significance, although both effect sizes fall
in the medium range, suggesting potentially meaning-
ful difference in implementation experience between
sections.

Despite this variation, all three construct means
exceeded the scale midpoint in both sections, support-
ing the decision to pool responses for the primary anal-
ysis. Internal consistency was high for all three item
groupings (a = 0.824 — 0.955), supporting their use as
composite scores for descriptive summary; we note
that alpha indexes interitem consistency and not con-
struct validity, and the high alpha for the seven-item
active learning and Al use grouping may partly reflect
item redundancy. Interpretation of the composites as
measures of the named theoretical constructs awaits
formal validation (Section 8).

6.5. Qualitative Reflections

The five open-ended survey questions invited students
to reflect on their experiences with the GLF in their
own words. Thematic review of responses provided
deeper context for the quantitative findings, revealing
four recurring themes in students” GLF engagement.

6.5.1. Theme 1: Active Processing and Transla-
tion. Students reported that designing prompts and
summarizing Al outputs forced them to actively pro-
cess the course material rather than passively read it.
The process required them to tailor their questions to
the specific company and deeply engage with the con-
tent. As one student emphasized, the cognitive act of
putting Al outputs into their own words proved parti-
cularly effective for retention:

Section 1: Mean

Section 2: Mean

Construct (theory anchor) Items (N) a (standard deviation) (standard deviation) [#] (df ) p g

Cognitive load/scaffolding 3 0.824 3.87 (0.89) 4.31 (0.76) 1.851 (47.7) 0.070 0.512
Active learning and Al use 7 0.955 3.66 (1.05) 4.24 (0.66) 2.345 (42.4) 0.024 0.642
Constructive alignment 4 0.932 3.72 (1.01) 4.14 (0.76) 1.689 (46.0) 0.098 0.465
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“Summarizing the AI prompts in my own words
really helped what I was reporting stick to my
brain... I find myself comfortable in explaining what
I learned to family when they ask.”

6.5.2. Theme 2: Value and Limits of Cross-Platform
Comparison. The requirement to use multiple GAI
platforms (GLF Step 3.5) was frequently cited as the
most valuable aspect of the project, although it also sur-
faced practical limitations. Students appreciated gaining
exposure to “different perspectives” and understanding
the strengths and weaknesses of how GAI platforms
research and compile information. One student noted a
lasting impact on how they envision using these tools
professionally:

“I thought the comparison of the two LLM models
was the best part of the project. It made me consider
what each model excelled at, and it made me warm
up to the idea of using LLMs for practical research in
my day-to-day life.”

However, several students noted that leading plat-
forms such as ChatGPT and Gemini often produced
highly similar responses, leading some to feel that the
comparison occasionally felt redundant:

“Most of the time it gave me the same answer, but in
different ways of saying or explaining it... so some-
times I felt like it was a slight waste of time using
both.”

This concern about platform convergence is addressed
as a design limitation in Section 8.

6.5.3. Theme 3: Oral Presentation as a Mechanism for
Internalization. Although the oral presentation require-
ment was designed to assess communication skills and
deter passive reliance on Al-generated text, students
explicitly recognized it as a tool for deeper internaliza-
tion. Verbalizing Al-generated findings required a
higher degree of comprehension than merely submit-
ting a written report. One student reflected as follows:

“It was useful for making me look over all the infor-
mation on the project and extract the main takeaways
from comparing the two Al models. It helped me find
the reliable information from the responses.”

6.5.4. Theme 4: Structured Prompt Guidance as a Cog-
nitive Scaffold. Although the iterative nature of prompt
engineering is a well-documented challenge in educa-
tional AI contexts, arising in part from the absence of
standardized prompting frameworks tailored to higher
education (Carrasco-Saez et al. 2025, Lee and Palmer
2025), students in this implementation recognized the
value of the GLF’s structured three-element OCR
prompt template in navigating that complexity. Rather

than approaching each module as an open-ended inter-
action with an unfamiliar tool, students reported that
the prompt structure helped them focus their questions,
connect Al outputs to the specific company context, and
engage more meaningfully with the course material. As
one student noted:

“Prompting the generative Al tools helped me the
most because it made me tailor the question to the
specific company and understand the information
about it better.”

6.6. Summary and Implications for GLF Design
Together, the section-level comparisons and pooled
results converge on three implications for GLF design,
indicating practically meaningful variation in imple-
mentation experience between sections. A post hoc
comparison of background characteristics confirmed
that the two sections did not differ significantly in prior
Al familiarity (x*(3)=0.372, p=0.946) or academic
major distribution (x?(6) = 4.327, p = 0.633), thus ruling
out pre-existing demographic differences as a con-
found. The section-level difference in active learning
and Al use may therefore reflect unmeasured cohort-
level factors, including section scheduling, peer group
dynamics, or naturally occurring engagement varia-
tion, which is consistent with the known limitations of
small, intact classroom samples (Shadish et al. 2002).
This finding reinforces the importance of replication
across multiple cohorts in future work.

7. Conclusion

As GAI reshapes both the modern workplace and
higher education, business schools face a dual man-
date: safeguarding the integrity of the learning process
while equipping students with the Al literacy required
for future careers. This study addressed that challenge
by developing the GLF, a structured, step-by-step ped-
agogical approach that uses GAI platforms to augment
case-based projects in undergraduate business courses.

Rather than treating GAI as a substitute for indepen-
dent research and reasoning, the GLF is designed to
inhibit cognitive offloading and promote active, critical
engagement with course material. By requiring stu-
dents to engineer effective prompts from course materi-
als, systematically compare outputs across multiple Al
platforms (e.g., ChatGPT, Claude, and Gemini), and
reconcile discrepancies against independent sources,
the framework is designed to support the development
of evaluative habits of mind.

Preliminary survey evidence supported the frame-
work’s perceived pedagogical value: Students reported
that the scaffolded structure was manageable, cross-
platform comparison deepened evaluative skills, and
the R/R/R tables and oral presentation requirements
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supported genuine synthesis rather than passive accep-
tance of Al outputs.

The structural features of the GLF most readily trans-
ferable across disciplines include the OCR prompt
template, the two-pass prompting protocol, the cross-
platform comparison table, and the R/R/R evaluation
structure; the module-by-module scaffolding tied to
sequential OM concept coverage and the oral defense
of R/R/R decisions are more tightly coupled to the
case-based project format typical of OM and other
applied business courses.

8. Limitations and Future Research
Although the GLF provides a viable approach for inte-
grating Al into OM coursework, several limitations
warrant acknowledgment.

First, the framework’s reliance on cross-platform
comparisons is subject to the rapid, continuous evolu-
tion of GAI tools. As underlying models improve or
converge in data training, discrepancies between plat-
forms may narrow, potentially reducing the cross-
platform variation the framework relies on to stimulate
critical comparison. Instructors must remain adaptable,
for example, by shifting comparison targets from com-
peting platforms to Al outputs versus student-
generated analyses or by introducing domain-specific
or locally verified data sets as reference points. Plat-
form access is subject to the same volatility: Free-tier
availability does not ensure sufficient token allowan-
ces, file-upload capability, or uninterrupted access, and
the present study did not systematically log access fail-
ures (see Section 5.1). Future research should measure
whether institutional, discounted, open-access, or
locally hosted options provide equitable participation
as models, interfaces, and access policies evolve.

Second, the evaluation in this study was based on
student-perceived learning outcomes rather than objec-
tive performance metrics. Although perceived effec-
tiveness is a critical indicator of student engagement
and instructional design clarity, future empirical stud-
ies should employ quasi-experimental designs to mea-
sure objective knowledge retention by comparing
exam scores or rubric performance between cohorts
using the GLF and those using traditional case-based
instruction. Consequently, claims throughout this
paper about critical thinking, Al literacy, and related
learning outcomes should be read as statements of
instructional design intent and student-perceived expe-
rience rather than demonstrated learning gains; Section
5.3 discusses which framework mechanisms can and
cannot be verified from the artifacts students submit.

Third, this framework was evaluated in a single
undergraduate OM course, although the participants’
diverse demographic profile (88% non-OM majors)
suggests potential for broader applicability. Future

research should explore the implementation of the GLF
in other business disciplines, such as finance, market-
ing, or business analytics, to evaluate how different
subject matters and quantitative requirements impact
the effectiveness of multiplatform Al evaluation.

Fourth, the small per-section sample sizes (11 = 26,
n2 = 24) limited the statistical power of between-section
comparisons and the sensitivity of normality tests;
Shapiro-Wilk flagged nonnormality in five of six distri-
butions, although the Welch t-test is robust to moderate
nonnormality at these sample sizes (Lumley et al. 2002),
and nonparametric Mann-Whitney tests confirmed
identical significance conclusions across all three con-
structs. The two intact classroom sections also preclude
random assignment, meaning the study is best charac-
terized as an exploratory, nonexperimental evaluation
conducted in two intact course sections rather than a
controlled experiment (Shadish et al. 2002). Future
implementations should replicate the GLF across multi-
ple instructors, institutions, and course contexts with
larger randomly assigned cohorts to establish more gen-
eralizable evidence of effectiveness.

Fifth, the survey instrument was developed specifi-
cally for this implementation and has not undergone
formal psychometric validation. This is a substantive
limitation: The construct structure, item wording, and
factor assignments reflect the authors’ theoretical judg-
ments rather than an independently validated scale.
Future research should subject the instrument to confir-
matory factor analysis across diverse course contexts
before drawing generalizable conclusions about con-
struct validity. For this reason, the composite labels
used in Section 6 should be read as organizational short-
hand rather than validated construct measurements.

Sixth, the run-to-run stochasticity and sycophancy
discussed in Section 3.5 bear directly on what the cross-
platform comparison at the center of the GLF can sup-
port, because the framework’s process records cannot
distinguish either effect from substantive analytical dif-
ference. The safeguards identified there were offered as
recommendations and were not tested as separate com-
ponents of the evaluated implementation. Future
research should evaluate them directly, including
repeated-sampling protocols, alternative prompt word-
ings, fresh threads with opposing framings, and initial
assessments obtained before a student’s position is
disclosed.

Seventh, the framework carries a workload cost that
faculty should plan for. As reported in Section 5.2, the
evaluated implementation required approximately 27.5
hours of grading and scoring per section, which in the
instructor’s experience was somewhat more than a con-
ventional single-submission case project of comparable
scope requires. That total already reflects the sampled
conversation-record review described in Section 5.2; it
does not reflect any reduction in summative scoring,
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because every module’s comparison table received full
rubric assessment. The grading and implementation
strategies described there are proposed adaptations
that were not separately evaluated, so instructors
should budget for the additional time rather than
expect its distribution across the term alone to absorb it.
The GLF represents a foundational step toward a
broader pedagogical shift in Al-integrated business edu-
cation. By providing educators with a replicable, adapt-
able structure, this framework demonstrates how
business programs can move beyond simply reacting to
the threat of Al and instead harness it to cultivate the criti-
cal thinking and technological adaptability that will
define the next generation of management professionals.
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