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B Proofs of additional results

Proof of Proposition 1. The proof of the proposition is established in two steps. In the first step,
we limit nature to a class of function sequences V' where in every epoch nature is limited to one
of two specific cost functions, and show that V' € V. In the second step, we show that whenever
o)S {gb(o), o) }, any admissible policy must incur regret of at least order 7', even when nature is limited
to the set V'.

Step 1. Let X = [0,1] and fix " > 1. Let Vp € {1,...,T} and assume that C; is a constant such
that Vo > CiT. Let C = min {Cl, (% — 1/)2} where v appears in (2), and we assume v < 1/2. Consider

the following two quadratic functions:
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fl(x):xQ—:L‘—i—Z, f2(56):1}2—(1—|—20)$—|—1+0.
Denoting z}, = arg min,¢(g 1 f¥(x), we have z} = %, and x5 = %—i—C. Define V' = {f i ft € {fl,fZ} vVt € T}.
Then, for any sequence in V' the total functional variation is:
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For any sequence in V' the total functional variation (3) is bounded by Vr, and therefore V' C V.
Step 2. Fix ¢ € {¢(0), qb(l)}, and let m € Py. Let f to be a random sequence in which in each epoch

ft is drawn according to a discrete uniform distribution over { L f2} ( f; is independent of H; for any

t € T). Any realization of f is a sequence in V. In particular, taking expectation over f , one has:
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where the minimum is obtained at z* = % Since V' C V, we have established that
02

which concludes the proof. m

*Correspondence: ob2105@columbia.edu, ygur@stanford.edu, assaf@gsb.columbia.edu.



Proof of Proposition 3. Fix T >1,and 1 < Vp <T. Let m be the OGD algorithm with 7.1 =7
forany t = 1,...,7 — 1. Fix Ap € {1,...,T} (to be specified below), and define a partition of 7T
into batches Tq,..., Ty, of size Ap each (except perhaps 7,,) according to (8); this partition is only for
analysis purposes. Fix f € V. By Flaxman et al. (2005) we have that (see analysis in their Lemma 3.1):
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for any j = 1,...,m, where r is the radius of the set X. Following the proof of Proposition 2, we have:
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for any 1 < Ap < T, where (a) follows (B-1). Taking Ay = [(T/VT)Z/S-‘ and n = & (VT/T)l/3 we get:
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Since the above holds for any f € V, we established:
Riwm(V,T) < (9rG+4) - VAT,
This concludes the proof. =

Proofs of Lemma A-1 and Lemma A-3. We start by proving Lemma A-1. Suppose that ¢ = ¢(1).
In the proof we use the notation defined in §4 and in the proof of Theorem 3. For any ¢ € 7 denote
Y, = ¢(1)(Xt, -}, and denote by 3; € R? the realized feedback observation at epoch t. For convenience,
for any t > 1 we further denote y* = (y1,...,y;). Fix 7 € Py4. Letting u € U, we denote z; = m(u),
and x; == m (yt_l,u) fort € {2,...,T}. For any f € F and 7 > 2, one has:

dP’;’T {y",u} dPy {yT_l, u} dIP’;’Tfl {yT_l, u}
dPs{y- |z} alIP’}r’T*1 {yT_l, u}

dG (y — Vf(x7)) dPTT {y™ ' u}, (B-2)
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where: (a) holds since by the first part of Assumption 1 the feedback at epoch 7 depends on the history
only through z, = w, (nyl, u); and (b) follows from the feedback structure given in the first part of
Assumption 1. Fix f,g € F and 7 > 2. One has:

!The expression adjusts the analysis in Flaxman et al. (2005) to allow an arbitrary (and apotentially random)X.
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where (b) follows the second part of Assumption 1. Repeating the above arguments, one has:
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From the above it is also clear that:
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Hence, we have established that for any 7 > 1:
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Finally, following the steps above, the proof of Lemma A-3 (for the feedback structure ¢ = qﬁ(o)) is

immediate, using the notation introduced in the proof of Theorem 5 for cost feedback structure, along

with Assumption 2. This concludes the proof. m



Performance analysis of OGD algorithm without restarting. We consider the performance of
the OGD algorithm without restarting, relative to the dynamic benchmark. The following illustrates

that this algorithm will yield linear regret for a broad set of variation budgets.

Example 1 (Failure of OGD without restarting) Consider a partition of the horizon 7 into

batches 71, ... T, according to (8), with each batch of size Ap. Consider the following cost functions:

g1(x) = (z —a)?, ga(z) = 2% xe€[-1,3].

Assume that nature selects the cost function to be g;(+) in the even batches and go(+) in the odd batches.
Assume that at every epoch t, after selecting an action z; € X, a noiseless access to the gradient of the
cost function at point x; is granted, that is, gzﬁlgl)(x, ft) = fi(z) for all z € X and t € T. Assume that
the decision maker is applying the OGD algorithm with a sequence of step sizes {nt}Z;Q, and z; = 1.
We consider two classes of step size sequences that have been shown to be rate optimal in two instances
of OCO settings (see Flaxman et al. (2005), and Hazan et al. (2007)).

1. Suppose 1y = n = C/+/T. Then, selecting a batch size Ar of order /T, and o = 1+(1 + 217)AT, the
variation budget V7 is at most of order v/T', and there is a constant C such that RV, T) > CiT.

2. Suppose that 17, = C/t. Then, selecting a batch size Ar of order T', and a = 1, the variation
budget Vr is a fixed constant, and there is a constant Cs such that R WV, T) > CoT. [

Proof of claims made in Example 1. Fix T'> 1. Let X = [—1, 3] (we assume that v, appearing
in (2), is smaller than 1) and consider the following two functions: g'(x) = (x — )2, and ¢*(z) = 2.
We assume that in each epoch ¢, after selecting an action xy, there is a noiseless access to the gradient
of the cost function, evaluated at point x;. The the deterministic actions are generated by an OGD

algorithm:
Ti1 = Px (z¢ — negr - fl(2)) for all t > 1,

with the initial selection 2; = 1. In the first part we consider the case of n; = n = C/+/T, and in a
second part we consider the case of ; = C'/t. The structure of both parts is similar: first we analyze the
variation of the instance, showing it is sublinear. Then, by analyzing the sequence of decisions {a:t}thl
that is generated by the Online Gradient Descent policy, we show that in a linear portion of the horizon
there is a constant Cy such that |z; — x| > Cy, and therefore a linear regret is incurred.

Part 1. Assume that 7, = n = C/v/T < 1/2. Select Ay = [1 + %J, and set a = 1 + (1 —2n)?7
(note that 1 < o < 2). We assume that nature selects the cost function to be ¢i(-) in the even batches

and go(-) in the odd batches. We start by analyzing the variation along the horizon:
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where (a) follows from 1 < a <2 and —1 <z < 3. Next, we analyze the incurred regret. We start by
analyzing decisions generated by the OGD algorithm throughout the first two batches. Recalling that
1 = 1 and that go(+) is the cost function throughout the first batch, one has for any 2 <t < Ap + 1:
Ty = Tg—1—1N- f/(l"t—l)
= X1 —1-2w-1 = 21 (1 —2n)
= n(l-2p)7" = (1-297"
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and (c¢) follows from 7 < % < 1. Since zf =0 for any 1 <t < Ap, one has:

where: (a) follows since for any —1 < < 1 one has In(1+z) > z— . (b) follows from t < Ap < 1+%;

*
Tt — Ty > 672’

for any 1 <t < Ap. At the end of the first batch the cost function changes from f(-) to g(-). Note that
the first action of the second batch is za,4+1 = (1 — 21)2T. Since gy (-) is the cost function throughout
the second batch, for any Ap +2 <t < 2Ar + 1 one has:

x = w1 —n-g(x1)

= T-1— 10 2(@-1 — ).

Using the transformation y; = x; — « for all ¢, one has:
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where: (a) holds since for any —1 < x < 1 one has In(1 + z) > x — %; (b) follows from t < 2Ap <
1+ % + Ar; and (c) follows from n < 1 < 1. Finally, recalling that 2} = « and using the transformation

Yyt = x4 — «, one has for any Ar +1 <t < 2Ap:

xf —xp = < —=.
t t Yt o2
In the beginning of the third batch ga(-) becomes the cost function once again. We note that the first

action of the third batch is the same as the first action of the first batch:
Toapt1 = Q@+ Yoaps = a— (1—29)>3TH7A770 = (12T = 1 = a,

and therefore the actions taken in the first two batches are repeated throughout the horizon. We
conclude that for any 1 <t < T, 1
x—xf| > .
| t t’ 2
Finally, we calculate the regret incurred throughout the horizon. Using Taylor expansion, one has
T T

T
S (fulwe) = fila)) = Y (e —ap) > 214 -2

t=1 t=1
Part 2. For concreteness we assume in this part that T is even and larger than 2. We show that
linear regret can be incurred when 7, = % Set « =1 and Ap = T'/2 (therefore we have two batches).
Assume that nature selects g1 (-) to be the cost function in the first batch, ga2(-) to be the cost function
in the second batch. We start by analyzing the variation along the horizon. Recalling that there is only

one change in the cost function, one has:

T
> sup |fu(@) = fia(@)| = sup |ga(z) — g1 ()]

—2 zeX zeX
= sup‘a2—2ax‘ = sup |l — 2z @ 5,
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where (a) holds because —1 < z < 3. Since ;1 = 1, and ¢j(1) = 0, one obtains z; = 1 for all



1 <t< (%W + 1. After [T/2] epochs, the cost function changes from g;(-) to ga2(-), and for all
{%] + 2 <t < T one has:
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= T4 — 2w = x4 (1 —21)
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where: (a) holds since {1} is a decreasing sequence; (b) holds since In(1+x) > x—x; forany —1 < x < 1;
and (c) is obtained using t < T'+ £ + 5. Since 2} = 0 for any £ +1 < ¢ < T, one has:
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for all % + 1 <t <T. Finally, we calculate the regret incurred throughout the horizon. Recalling that

throughout the first batch no regret is incurred, and using Taylor expansion, one has:

T T T T . T
;(ft(ﬂft)—ft(l’f)) = XT: (f(xe) = fa7)) = ZT: (¢ —a7)? > ZT: SIC210) 90102+ 0)"
= =T 41 =241 t=L41

This concludes the proof. m

C Auxiliary results for OCO settings

C.1 Preliminaries

In this section we develop auxiliary results that provide bounds on the regret with respect to the single
best action in the adversarial setting. As discussed in §1, the OCO literature most often considers few
different feedback structures; typical examples include full access to the cost/gradient after the action
X is selected, as well as a noiseless access to the cost/gradient evaluated at X;. However, in this section
we consider the feedback structures ¢(® and ¢, where noisy access to the cost /gradient is granted.
We define admissible online algorithms exactly as admissible policies are defined in §2.2 More pre-

cisely, letting U be a random variable defined over a probability space (U,U,P,), we let A; : U — R?

*We use the different terminology and notation only to highlight the different objectives: a policy 7 is designed to
minimize regret with respect to the dynamic oracle, while an online algorithm A is designed to minimize regret compared
to the static single best action benchmark.



and A, : REDF 5 U — RY for ¢ = 2,3, ... be measurable functions, such that X, the action at time ¢,

is given by

Xt:{Al(U) t=1,

A (pr—1 (Xe—1, ft—1) - 01 (X1, f1),U) t=2,3,...,

where k = 1 if ¢ = ¢(©), and k = d if ¢ = ¢). The mappings {A;: t =1,...,T} together with the
distribution P, define the class of admissible online algorithms with respect to feedback ¢, which is
exactly the class Py. The filtration {H;, t =1,...,T} is defined exactly as in §2. Given a feedback

structure ¢ € {¢(0), ¢(1)}, the objective is to minimize the regret compared to the single best action:

T T

g(f(]:) T) = sup {EA
t=1

We note that while most results in the OCO literature allow sequences that can adjust the cost function
adversarially at each epoch, we consider the above setting where nature commits to a sequence of
functions in advance. This, along with the setting of noisy cost/gradient observations, is done for the

sake of consistency with the non-stationary stochastic framework we propose in this paper.

C.2 Upper bounds

The first two results of this section, Lemma 1 and Lemma 2, analyze the performance of the EGS
algorithm (given in §5) under structure (Fs, ¢(°)) and the OGD algorithm (given in §4) under structure
(Fs, d)(l)), respectively. To the best of our knowledge, the upper bound in Lemma 1 is not documented
in the Online Convex Optimization literature®. Lemma 2 adapts Theorem 1 in Hazan et al. (2007) (that

considered noiseless access to the gradient) to the feedback structure ON

Lemma 1 (Performance of EGS in the adversarial setting) Consider the feedback structure
¢ = ¢O. Let A be the EGS algorithm given in §5.2, with a; = 2d/Ht and 6 = hy = a%/ﬁ‘ for all
te {1,...,T —1}. Then, there exists a constant C, independent of T such that for any T > 1,

G4 (Fo, T) < CVT.

Proof. Let ¢ = ¢, Fix T > 1 and f € F,. Let A be the EGS algorithm, with the selection
a; = 2d/Ht and 0; = hy = atl/4 forall t € {1,...,T —1}. We assume that 6; < v for all ¢ € T in the
end of the proof we discuss the case in which the former does not hold. For the sequence {(5t};{:1, we
denote by Xj, the d;-interior of the action set X: X5, = {x € X' | Bs,(z) € X'}. We have for all f; € F:

E[¢f” (X, f) [Xi=2] = fi(z) and sup {E [( a (x,ft))Q] } < Grot (03

zeX
for some 0 > 0. At any t € T the gradient estimator is:

(0)
Vi [t(Xi) = i (X +h}:“/’tvft)1/)t’

3The feasibility of an upper bound of order vT on the regret in an adversarial setting with noisy access to the cost and
with strictly convex cost functions was suggested by Agarwal et al. (2010) without further details or proof.



for a fixed hy > 0, and where {1} is a sequence of iid random variables, drawn uniformly over the set
{:l:e(l), e :l:e(d)}, where e(®) denotes the unit vector with 1 at the k™" coordinate. In particular, we
denote ¢y = Y; Wy, where Y; and W; are independent random variables, P{y; =1} = P{y; = -1} = 1/2,
and W; = e(®) with probability 1/d for all k € {1,...,d}. The estimated gradient step is

Ziy1 = Pu, (Zt - atﬁhtft(zt)> ; X1 = Ziyr + hepatdy,

where PX‘;t denotes the Euclidean projection operator over the set &js,. Note that Z; € X, X; € X, and
Xi+ het)y € X for all t € T. Since ||¢y]| =1 for all ¢ € T, one has:

2
E [(@EO) (z + hydy, ft)) ] G2 4 o2
hi -

E [H@htft(zt)’f \Z, = z} - forall ze X,  (C-4)

using (C-3). Then,

i E |6\ (Z, + hetbe, f) i |20 = 2,0 =
E[Vhtft(zt> ’Zt:z7wt:wi| |: 13 t t ¥t }tlt t t t ] _ ft(Z";l:Lﬂ/J)w

Therefore, taking expectation with respect to 1, one has

Eyw [ﬁ(erfW)?/J] _ ;zd: (fi(z + hee®)) = fi(z — hye®))) e®)

E [v’“ft(zt) |2 = Z] hy oy

k=1

@ 1<
> =y (v Folz — hye®). e(k)) )

k=1
® 1 1 Gh
L k) k _ 1 _ G
> d;(Vft(z) e Ght>e det(z) y e,

where € denotes a vector of ones. The equalities and inequalities above hold componentwise, where (a)
follows from a Taylor expansion and the convexity of fi: fi(z +hte(k)) — fi(z— hte(k)) > Vfi(z— hte(k)) .
(2hte(k)), for any 1 < k < d, and (b) follows from a Taylor expansion, the convexity of f;, and (10):
Vii(z — he®)) . e® > Vii(z) - e®) - (he(k)) - (V21f) e > Vf(z) e® — Ghy,
for any 1 < k < d. Therefore, for all z € X and for all t € T
1 ~ Ght
_ _ = < —.
Hdvft(z) E [vhtft(zt) |Z z] <7

Define z* as the single best action: z* = arg min ¢y {ZtT:l ft(x)}. Then, for any ¢t € T, one has

(C-5)

file®) 2 fil2)+ V) - (@ = Z)+ S H e~ 2]

and hence: 1 9
ft(Zt) = fi(2™) < Vf(Ze) - (Zp — %) — oH 12 — ™" (C-6)

Next, using the estimated gradient step, one has
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where (a) follows from a standard contraction property of the Euclidean projection operator. Taking

expectation with respect to ¢; and conditioning on Z;, we follow (C-4) and (C-5) to obtain

2a a? (G2 + 02) 2Gaih
* (12 * (12 t * t tiit *
B (12— 2] < 120 =0l = T (2= at) V) + S SO 2=
Taking another expectation, with respect to Z;, we get
. . 2a . a? (G*+0?%)  2Gash .
E|1Zes1 - 2P| < E[12— "] - ZHE((Z - 2*) - Vfi(Z0)+ &l 7 ) (260t g7, o,
d h3 Vid

and therefore, fixing some v > 0, we have for all t € {1,...,T — 1}:

d

B(Z o) VA £ o (E[12 o] B 12002 0 ]) + (E 20

2h?
1
+7‘§'Ght\/3-E||Zt—$*||
@ d Eliz — 12l —E iz .2 (G® +0?) ard
< Tat( [H t_x“— [|| t+1—wIID+2hg
2 . G?h2d
+ 2B [1z -] + S, 7

where (a) holds by ab < (a2 + 62) /2, and by Jensen’s inequality. In addition, one has for any t € T:
1
BUX)] = EELX)IZ] = B |5 (5 + b + 5z~ )]

< SE[RAZ) + he (VA(Z+ ) = Vol Ze— b)) — )

< E [ f:(Zy) + ;th} : (C-8)

The regret with respect to the single best action is:

10
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where (a) holds by (C-6), (b) holds by (C-7), and (c¢) holds by rearranging the summation. By selecting
7= %, ay = U{%{yg)t, and hy = 0; = a2/4, we have I; =0 for all t € T, and:

a T
i (G? + 0%+ H) d*/?
;ft(Xt)] —igg{;ft(m)} < 26 + " T

Since the above holds for any f € F,, we conclude that

EA

(G2 + 02+ H) d*?
V2H

Finally, we consider the case in which there exists at least one time epoch t such that §; > v. Then, for

Gotor (Fos T) < 2G +

any such time epoch we select h; = 0; = min {v,d;}. We note that the sequence {d;} is converging to
0, and therefore for any number v there is some epoch t,, independent of T', such that §; < v for any
t > t,. Therefore there can be no more than ¢, such epochs. In particular, it follows that such a case
could add to the regret above no more than a constant (independent of T'), that depends solely on v,

the dimension d, and the second derivative bound H. This concludes the proof. m

Lemma 2 (Performance of OGD in the adversarial setting) Consider the feedback structure
o= oM. Let A be the OGD algorithm given in §4, with the selection M1 = 1/Ht fort=1,...T — 1.
Then, there exists a constant C, independent of T such that for any T > 1,

gf(fs,T) < ClogT.

Proof. We adapt the proof of Theorem 1 in Hazan et al. (2007) to the feedback oM. Fix ¢ = o)
T > 1, and f € Fs. Selecting ny = 1/Ht for any t = 2,...T, one has that for any z € X and f;,

B[ (Xe, f) 1= 2| = Vhi@), and E[H@ﬁ” (x,anQ] < GPiot(C9)

11



for some o > 0. Define 2* as the single best action in hindsight: z* = argmin ¢ » {Zthl ft(x)} Then,

by a Taylor expansion, for any x € X there is a point £ on the segment between x and x* such that:

fi(@®) = fi(x) + Vfi(z) - (27 —2) + %(m* — ) V2fy(2)(z" — 2)

(@)

)+ V) (@ - 2) + o e~ al?,

for any t € T, where (a) holds by (10). Substituting X; in the above and taking expectation with

respect to X;, one has:
E[fi(Xo)] = fu(a®) < E[Vfi(Xy) - (X —27)] - gE lz* — X%, (C-10)

for any t € 7. By the OGD step,

| X1 — 2*))* = HPX (Xt — 77t+1¢1(51) (Xt,ft)) —z” ’ (%) HXt - 77t+1¢§1) (X, ft) — fk‘ i

9

where (a) follows from a standard contraction property of the Euclidean projection operator. Taking

expectation with respect to X;, one has:

EXu1— o'l < BIX =2+ 2B o) (o )| = 2mnl [ (6 (X0 ) - (X — )

(a)
< E|Xi— 2P 407 (GP 4 0%) = 2 E[(VA(XD) - (X —2™)],

where (a) follows from (C-9). Therefore, for any ¢t € 7, we get:

E|X; — 2*||? —E|| X1 — 2|
|| Xt I | Xe41 | L M (G2 +02). (C-11)
2041 2

Summing (C-10) over the horizon and using (C-11), one has:

E[Vfi(X:) - (Xy—2%)] <

- 1« 1 1
S EHX)] - file) < 5D EIX—a|P <__H>
t=1 1—2 N+1 Nt
1 w21 H) 1 . 2( 1 H>
+ SE[[ Xy —x —— — | —=E||X —x - 4+ =
SEIX =P (- 5) - JEIXrn - o (4 g
G2 +0%) &
(Q)Zntﬂ (C-12)
t=1
@ (P+0%) 1 _ (6*+0?
< - — < =/
< 2 S g (L+lesT),

t=1

where (a) holds using 7 = 1/H¢t. Since the above holds for any sequence of functions in Fs we have

that (G2 + 02)

Gt (Fo T) < (1 +1ogT),

which concludes the proof. m
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C.3 Lower bounds

The last two results of this section, Lemma 3 and Lemma 4, establish lower bounds on the best achiev-
able performance in the adversarial setting, under the structures (F, ¢(?)), and (F, $(1)), respectively.
Lemma 3 provides a lower bound that (together with the upper bound in Lemma 1) establishes that the
EGS algorithm is rate optimal in a setting with strongly convex cost functions and noisy cost observa-
tions. Lemma 4 provides a lower bound that matches the upper bound in Lemma 3.1 in Flaxman et al.
(2005), establishing that the OGD algorithm (with a careful selection of step-sizes), is rate optimal in

a setting with general convex cost functions and noisy gradient observations.

Lemma 3 Let Assumption 2 hold. Then, there exists a constant C, independent of T such that for any
online algorithm A € Pyo) and for all T > 1:

Proof. Let X = [0,1]. Consider the quadratic functions f! and f? in (A-12), used in the proof of
Theorems 4 and 5. (note that d will be selected differently). Fix some algorithm A € P ). Let f be a
random sequence where in the beginning of the horizon nature draws (according to a uniform discrete
distribution) a cost function from { ft fQ}, and applies it throughout the horizon. Taking expectation

over the random sequence f one has

T T
> (X)) = (@) D (A (X) - f2($§))] :
t=1 t=1

where the inequality follows as in step 3 of the proof of theorem 2. In the following we use notation
described at the proof of Theorem 5, for the online algorithm A. We start by bounding the Kullback-
Leibler divergence between ]P’?l"r and IP’“42’T forall 7 € T:

LA LA
g¢(0)(~7:SaT) Z §]Ef1 +§Ef2

(@ T 2
K (IP’}“{T”[[D?Z;T) < CEf Z Xt)) = Z (6Xt — > ]
~ :tle t=1
= CEf |0°) (X —a7) ]
L t=1

0 A 2
—C’Ef 26

IIMﬂ

m;))] (<) 405 G0y (Fs, T), (C-13)

where: (a) follows from Lemma A-3; (b) holds since
fHx) = fHa7) = Vi) - (@ —2)) + PR Vi) (x —a7)? = 5(93 —a7)?
for any € X'; and (c) holds by

13



1
Gt (Fo T) = SE [

T

51 () - £ :,,«2))]

t=1

> 1gA [fj (F1(X0) — 1A *))] (C-14)
= 2 fl - t I’l . _

Therefore, for any xy € X, by Lemma A-2 with ¢, = 1{X; > z¢}, we have:
1 -
max {IP’}“l (X, > 20} ,PA{X, < xo}} > S exp {—4052g;§0) (]—"S,T)} forall7€ 7.  (C-15)

Set xg = 3 (] 4+ x3) = 1/2 + 6/4. Then, following step 3 in the proof of Theorem 5, one has:

T T
1 N 1 "
g¢(0) (Fs, T) = 5 Z (fl(l'o) - fl($1)) P}41 {Xi > @0} + ) Z (fQ(ffO) - f2(1‘2)) P}g {Xi <o}
t=1 t=1
5 <~ (ma A
> E (Pfl {Xt > .%'()} + sz {Xt < l’o})
t=1
52 &
> o) max {]P’}“l (X, > 20}, Ph (X, < xo}}
t=1
(a) 52T1 oA §°T 522 A

t= l

1/4 =
where (a) holds by (C-15). Set § = ( ) / . Then, one has for = 8,/C/T":

CT
BG o (For T) = exp { =BG (F., T)} (C-16)

Let 7o be the unique solution to the equation y = exp {—y}. Then, (C-16) implies 5G4, (S, T) > wo.

(0
In particular, since yo > 1/2 this implies

Gilo(FoT) = 1/(28) = 161@@

This concludes the proof. =

Lemma 4 Let Assumption 1 hold. Then, there exists a constant C, independent of T, such that for
any online algorithm A € Py and for all T > 1:

GgA S (F.T) > CVT.

Proof. Fix T > 1. Let X = [0,1], and consider functions f! and f? that are given in (A-7), and
used in the proof of Theorem 2 (note that & will be selected differently). Let f be a random sequence
of cost functions, where in the beginning of the time horizon nature draws (from a uniform discrete
distribution) a function from { ft fQ}, and applies it throughout the horizon.

Fix A € Pyw. In the following we use notation described in the proof of Theorem 2, as well as in
Lemma 3. Set 6 = 1/V 16CT, where C is the constant that appears in Assumption 1. Then:

14



T

ST(VFX) - V(X))

t=1

T
> 166°X7
t=1

@
£ (PATIPET) < CEA

RN ()
< 16CT6? < 1, (C-17)

where (a) follows from Lemma A-1, and (b) holds by § = 1/V/16CT. Since K(P{"7||P5"7) is non-
decreasing in 7 throughout the horizon, we deduce that the Kullback-Leibler divergence is bounded
by 1 throughout the horizon. Therefore, for any zo € X, by Lemma A-2 with ¢, = 1{X; < x¢} and
8 =1, one has:

max {P]ﬁ {X; < a0} ,IP’}“Q {X: > xo}} > %@ forall 7€ T. (C-18)
Set xop = % (x +25) = % Taking expectation over f and following step 3 in the proof of Theorem 2,
one has:
1 T
g¢(1) (F,T) > iEfl Z (FH(Xe) = fH(xD) Z — f? 1’2))]
o o
> 5 D (FH(wo) = f1D) PA{Xe > w0} + 5 > (FA(wo) = f2(3)) P2 { X < w0}
t=1 t=1
T
> <j + 522> Z (H’D‘;‘l {Xt > xo} + Pfg {Xt < Io})
t=1
> <5 >Zmax{IP’ 1{Xt>$0} P 2{X,5<.%’(]}}
4 ! f

5§ 52 1 0T ()

24 - 1y > =

4+2>Z46Xp{ } 2 Tee 64e\f

where (a) holds by (C-18), and (b) holds by § = 1/v/16CT. This concludes the proof. m

D Numerical Results

We illustrate the upper bounds on the regret by numerical experiments measuring the average regret
that is incurred in the presence of various patterns of changing costs, and under different feedback
structures and noise. We compare the performance of the restarted OGD and restarted EGS against
the performance achieved by applying the respective subroutine without restarting, and with fixed
step sizes. We note that policies of fixed step sizes, while having no performance guarantees relative
the dynamic oracle, are considered in the SA literature as practical approach to sequential stochastic
optimization of general cost functions when these may change; see, e.g., chapter 4 of Benveniste et al.
(1990).

Variation and feedback. We fix X = [—2, 3] and consider the sequence of quadratic cost functions

2
fi(xy) = %t — byzy + 1, where the coefficient b; is time-varying. In particular, for a given horizon
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length T > 1000, we let T be the random time in which the cost begins to change, drawn from a discrete

uniform distribution over {1,2,...,|T/4]}. Then, we consider the following variation patterns:
bthCk _ 1 ift<r b;iecay _ 1 ift<r béinemﬂ _ 1 ift<r
0 otherwise e~ 10=7)/T  gtherwise %:i otherwise
for all t = 1,...,T, where « is some decay parameter in (0,1). One may observe that the variation

may be bounded by the budget V; = 1 in all the considered patterns. Let {at}tT be a sequence of
independent normal random variables with zero mean and standard deviation o. We consider the case
of noisy access to the cost, where ¢§0) (x¢, ft) = fi(xr) + & for each ¢t € T, and the case of noisy access
to the gradient, where qﬁgl)(ajt, ft) = Vfi(xy) +e; for each t € T. At each epoch t € T an action X; € X
is selected, and then the expected cost fi(X;) is incurred, and a feedback ¢ (z¢, f;) is observed.

Policies and performance. In the case of noisy gradient access we use a version of the restarted
OGD policy that is considered in §4 and §5.1, where the first action in batch j > 2 is obtained by
taking a gradient step from the last action of batch j — 1; in other words, only the sequence of gradient
steps {m:} is restarted. Similarly, when the feedback consists of noisy cost observations we use a
variation of the restarted EGS policy that is considered in §5.2, where only the sequences {a;}, {h:},
and {0;} are restarted. Given the actions {X;} generated throughout T epoch by a policy 7 under
feedback ¢ and a sequence f of cost functions, we measure the regret relative to the dynamic oracle
RY(f,T) = ST (fe(Xe) = fi(zF)). We denote the relative loss (in percentage) relative to the dynamic
oracle by LE(f, T) = 100-RE(f,T)/ (Zthl fdwi‘)) We refer to policy (OGD or EGS) as “non-restarted”
when applied without restarting, and as “fixed step size of a” when these apply a fixed (non-updating)
step size a (n; = a in the OGD; a; = a and §; = hy = a4 in the EGS).

For each of the considered variation patterns, and for each value of o € {0.1,0.3,1}, we simulated the
action paths of the policy (restated EGS for feedback ) restarted OGD for feedback qﬁ(l)) for various
values of T' € {1000, 5000, ...,37000}, replicating each instance 10® times and calculating the average
regret and relative loss. Assuming the structure Rg( f,T) = cT*, we estimate the coefficients ¢ and «
from fitting the log-regret as a function of log-time.

Results and discussion. Table 1 details the estimated coefficients ¢ and a under the considered
variation patterns and o values, for the restarted OGD and feedback ¢(!). Table 1 also includes the
average loss (in %) relative to the dynamic oracle for two representative values of T'. Table 2 includes the
respective results for the restarted EGS and feedback ¢(©). In all the linear fits we observed R2 > 0.98,
and the standard error of the percentage loss was always below 5% of the policy’s average performance.

Figure 1 depicts the averaged regret the restarted policies incur at each epoch, for one representative
instance (decay-type variation, 7' = 1000, o = 0.3). For illustration purposes, Figure 1 also includes
the regret incurred at each epoch by the subroutine policies (OGD/EGS) when those applied without
restarting. The estimated values of « (capturing the regret rates) are consistent with the theoretical
bounds (0.5 for restarted OGD under ¢, 0.67 for restarted EGS under ¢(?)). Together with the
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Variation pattern bghock pdecw plinear

o 0.1 0.3 1 0.1 0.3 1 0.1 0.3 1
@ 0.54 054 0.54 0.47 047 0.52 0.47  0.51 0.54
c 0.26 032 1.02 0.14 0.16 0.89 0.06 0.09 094
LE(f,T), T = 5000:

Restarted 0.56 0.68 2.02 0.05 0.17 1.56 0.03 0.17 1.78
Non-restarted 3.02 3.02 3.08 4.94 495 5.01 5.81 5.81 5.86
Fixed step size of 0.1 0.09 0.31 2.80 0.06 0.27 2.82 0.06  0.31 3.26
Fixed step size of 0.01 0.64 0.66 0.89 0.22 025 049 0.18 0.21 0.49
Fixed step size of 0.001 2.87 2.87 2.89 2.41 241 243 2.44 245 247
LE(f,T), T = 25000:

Restarted 0.26 032 0.94 0.02 0.07 0.71 0.01 0.08 0.82
Non-restarted 1.49 149 1.50 3.49 3.50 3.51 5.41 5.41 5.41
Fixed step size of 0.1 0.04 0.25 2.70 0.03 0.25 2.75 0.04 0.29 3.21
Fixed step size of 0.01 0.13 0.15 0.38 0.03 0.06 0.29 0.03 0.06 0.34
Fixed step size of 0.001 0.85 0.85 0.88 043 044 046 0.37 038 041

Table 1: Performance of restarted OGD under noisy gradient observations.

Variation pattern bghock pieer plinear

o 0.1 0.3 1 0.1 0.3 1 0.1 0.3 1

o 0.68 0.68 0.68 0.67 0.67  0.68 0.67 0.67  0.68
c 2.22 2.28 2.84 2.13 2.18 2.88 2.09 2.16 2.83
L3(f,T), T = 5000:

Restarted 14.45 14.82 19.02 14.42  14.89 19.01 15.52 16.06 21.20
Non-restarted 3771 38.03 41.25 29.96 31.30 33.35 28.49 29.46 39.35
Fixed step size of 0.1 26.58 27.33 34.99 26.78 27.53 35.62 2849 29.46 39.35
Fixed step size of 0.01 8.48 8.70 11.22 8.10 8.33 10.87 8.48 8.86 11.82
Fixed step size of 0.001 5.22 5.30 5.95 4.94 4381 5.53 4.96 5.03 5.80
L3(f,T), T = 25000:

Restarted 8.44 8.67 11.19 8.35 8.68 11.18 8.92 9.19 12.27
Non-restarted 31.27  31.31 32.54 3242 31.22 33.14 19.10 19.42 23.56
Fixed step size of 0.1 26.29 27.00 34.51 26.57 27.30 35.12 28.32  29.25 38.94
Fixed step size of 0.01 7.89 8.10  10.59 7.86 8.08 10.61 8.41 8.66  11.59
Fixed step size of 0.001 3.26 3.32 4.07 2.84 2.92 3.69 2.96 3.04 3.91

Table 2: Performance of restarted EGS under noisy cost observations.

estimation of the coefficient ¢ (ranges in [0.05,0.94] for restarted OGD, in [2.09,2.88] for restarted
EGS), these demonstrate the actual performance of the policies in a variety of cost-varying instances.
One may observe that when o is larger (observations are more noisy) the multiplying constant typically
increases. The estimated loss values indicate the extant at which each policy’s performance is “close”
the one of the dynamic oracle (the restarted policies as well as the subroutine themselves, when applied
without restarting, gets “closer” to the dynamic oracle when T' grows).

One may observe that, not surprisingly, the restarted policies consistently outperform the OCO
policies when these are not restarted. Considering policies with a fixed step size, we observe that
different setting are characterized by different step sizes are considered to be the (ex-post) “best” in
different settings; the “right” step size is effected by the variation pattern, the feedback structure, and

the noisiness of the observations. Indeed, comparing the performance of the restarting procedure to
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Figure 1: Regret in the presence of changing cost. The cost fi(z;) = I—; — %%, + 1 is reflected by

af = b with T = 1,000, 7 = 250, and o = 0.3. (Left) The average regret incurred at each epoch by the
restarting procedure with OGD as a subroutine, and the one incurred at each epoch by OGD (without restarting),

under feedback ¢E1). (Right) The average regret incurred at each epoch by the restarting procedure with EGS as
a subroutine, and the one incurred in each epoch by EGS (without restarting), under feedback ¢§O).

that of policies with fixed step size, one may observe that in various settings the restarting procedure is
outperformed by a certain fixed step size; this occur more often for small values of 7. While there are
various heuristics to set a-priory a fixed step size, non of those have any performance guarantee relative
to the dynamic oracle for arbitrary variation (even when the variation is known to be fixed). We note
that policies with a fixed step-size may perform well (and even better than known rate-optimal policies)
over finite horizons even when the environment is stationary.* While the restarting policies were not
designed and tuned in this paper to optimize practical performance, in most of the instances that are

considered here they perform at least “on par” with policies with the considered fixed step-sizes.
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